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ABSTRACT
Quality-of-Service (QoS) provisioning plays a pivotal role in
widespread deployment of new emerging services over the
current Internet and is expected to be an indispensable at-
tribute of future Internet. Though relevant progress has
been made towards ensuring QoS, modeling and developing
efficient algorithms for end-to-end QoS provisioning remain
challenging problems in the current and future Internet in-
frastructure. In this paper, we address these challenging
problems from a generic routing perspective, emphasizing
modeling and algorithms as well as evaluation on end-to-end
QoS provisioning. Specifically, we first model the common
features of major technologies for end-to-end QoS provision-
ing in a “bottom-up” manner. Through the model, a set
of end-to-end performance bounds that indicate the serv-
ing capability of substrates are obtained. Then we propose
two routing algorithms based upon the model and perfor-
mance bounds. The analysis on computational property of
proposed algorithms proves that they are light-weighted and
cost-effective. We also conduct thorough performance com-
parison between the proposed algorithms and previous best-
known results in both theoretical and experimental ways.
Our results show that the model and the algorithms devel-
oped in this paper are efficient and superior to other com-
petitors, thus are applicable to the various networking sys-
tems for end-to-end QoS provisioning in current and future
Internet.1

Categories and Subject Descriptors
G.1.6 [Optimization]: [Constrained optimization.]
C.2.2 [Network Protocols]: [Routing Protocols.]
F.2.1 [Numerical Algorithms and Problems]: [Compu-
tations on polynomials].
G.2.2 [Graph Theory]: [Graph algorithms][Network prob-
lems][Path and circuit problems].

1Copyright is held by the authors. This work is
based on an earlier work: SAC’14 Proceedings of
the 2014 ACM Symposium on Applied Comput-
ing, Copyright 2014 ACM 978-1-4503-2469-4/14/03.
http://dx.doi.org/10.1145/2554850.2554904.

General Terms
Algorithms, Management, Performance, Experimentation,
Security, and Theory.

Keywords
Quality of Service, Internet end-to-end QoS provisioning,
Modeling, QoS routing algorithms, Analysis.

1. INTRODUCTION
During the last decades, the Internet has provided a crit-

ical infrastructure for global commerce, media, and educa-
tion. In the meanwhile, the current Internet is facing many
challenges, especially in deploying emerging services to en-
sure Quality-of-Service (QoS). A major impediment to ser-
vice delivery lies in the “best-effort” model of the current
Internet architecture that does not support QoS. Therefore,
the end-to-end QoS provisioning is widely recognized to be a
key research issue of the current networking paradigm and is
expected to play a crucial role in real-time service offerings
over the next generation Internet.

Although a tremendous amount of research work has been
done on Internet QoS, the end-to-end QoS provisioning across
multiple network domains is still an opening issue. A num-
ber of QoS-oriented projects, such as MESCAL [1], AGAVE
[2], and EuQoS [3], have been initiated with an objective
of providing end-to-end QoS. However, they all follow the
theme of DiffServ so that end-to-end QoS provisioning re-
quires an universal agreement on meta-QoS-classes among
all involved network domains and service providers. The re-
quirement of an universal model on service delivery across
heterogenous network domains is not realistic in the tradi-
tional IP-based Internet architecture. Researchers have ex-
plored overlay networking as an approach to offering inter-
domain QoS within the current Internet architecture. Over-
lay networks are mainly realized on the application lay-
er; therefore their end-to-end QoS performance is still con-
strained by the performance of underlying network infras-
tructure.

On the other hand, network virtualization has been pro-
posed as a key attribute of the future Internet for overcom-
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ing the ossification of the current IP-based Internet architec-
ture. Network virtualization decouples network service pro-
visioning from physical network infrastructure; thus allowing
service providers to construct end-to-end virtual network-
s over infrastructure of multiple network domains. There-
fore, network virtualization offers a promising approach to
end-to-end QoS in the future Internet. Software-Defined
Networking (SDN) is an emerging network paradigm that
separates control plane from data plane to achieve an open
programmable networking environment for supporting vari-
ous applications [4, 5]. Separated data and control planes in
SDN enables a centralized control mechanism that can of-
fer end-to-end QoS across multiple network domains. SDN
and network virtualization are complementary for achieving
end-to-end QoS guarantee in the future Internet.

End-to-end QoS provisioning enabled by overlay network-
ing, network virtualization, and SDN also brings in new chal-
lenges and requirements to routing algorithms. Network re-
source virtualization and abstraction, which is a key feature
shared by these emerging networking paradigms, require a
general model to characterize service capability of underly-
ing infrastructure to describe end-to-end QoS routing be-
havior. In addition, end-to-end virtual networks established
by these emerging networking technologies are often large
scale networks across multiple domains. On the other hand,
control in these virtual networks tends to be centralized, for
example in OpenFlow-based SDN implementations a central
controller performs flow path setup operations. Therefore,
end-to-end QoS in these emerging networking environments
requires more efficient and effective routing algorithms to
establish end-to-end paths that satisfy multiple diverse QoS
requirements. Such need is the main motivation of our re-
search work presented in this paper.

The design of a routing algorithm that satisfies multiple
QoS requirements is challenging since selecting a path that
meets two or more QoS constraints is an NP-hard [6] prob-
lem, which is in general formulated as the multi-constrained
(optimal) path (MCP) problem. This problem has attracted
extensive research interest in the past years [7, 8, 9]. Though
some studies have made exciting progress in addressing the
MCP problem, it seems that they either focused on support-
ing QoS in the network layer or aimed to solve the problem
only from a theoretical viewpoint. The previous solutions
might not be deployed in a practical networking environment
since they tend to be highly complex as to require high com-
puting and storage capabilities in routers/hosts. Thus, the
routing algorithms should be redesigned to be more effective
and robust for end-to-end QoS provisioning.

In this paper, we investigate the end-to-end QoS provi-
sioning from a generic routing perspective with some pre-
liminary work reported in [10]. Specifically, the paper makes
the following three major contributions.

• We present a general model to capture the end-to-
end QoS provisioning technologies from a “bottom-up”
viewpoint. The model allows us to obtain a set of
end-to-end performance bounds indicating the serving
capability of substrates. To our knowledge, this is the
first attempt to define a general routing model for end-
to-end QoS provisioning in both current and future
Internet.

• We propose two routing algorithms for end-to-end path
selection on the basis of the presented model. The

algorithms employ the end-to-end performance bounds
as a set of filters to block the invalid requests. We
also theoretically analyze the computational property
of presented routing algorithms. The analysis proves
that the proposed algorithms are efficient and superior
to other competitors.

• We conduct a thorough comparison between our algo-
rithms and the best-known algorithms to date through
extensive experiments. The experimental results fur-
ther confirm our theoretical analysis. We then deploy
the collected results on top of an open testbed to evalu-
ate their end-to-end QoS performance. The evaluation
results show that the proposed framework provides a
general and flexible framework that can be utilized in
end-to-end QoS guarantees in current or future Inter-
net.

The rest of this paper is organized as follows. Section 2
reviews the main technologies for end-to-end QoS provision-
ing, and the research advances of QoS routing algorithms.
Section 3 presents the general model to formulate the typical
technologies of end-to-end QoS provisioning in both current
and future Internet. Two proposed routing algorithms are
proposed in Section 4 based on the presented model. Sec-
tion 4 also includes their theoretical performance. Section
5 presents the experimental results and Section 6 concludes
the paper.

2. RELATED WORK
The recent proliferation of Internet services has fostered

end-to-end QoS provisioning to be an active research area.
Overlay and network virtualization are two leading tech-
nologies for enabling end-to-end QoS, which have attracted
a great of research interest recent years. Subramanian et
al. in [11] presented an architecture named OverQoS for
providing Internet end-to-end QoS using overlay networks.
It exploited the notion of Controlled Loss Virtual Link for
providing end-to-end differential rate allocations, statistical
bandwidth and loss assurances. Duan et al. [12] proposed a
Service Overlay Network (SON) to facilitate end-to-end QoS
offering of value-added Internet services. Through a service
contract, certain form of QoS can be provided to end users
from SON. Li and Mohapatra [13] developed a QoS-aware
routing protocol in overlay networks. By introducing a con-
cept of overlay brokers in the protocol, end-to-end QoS can
be eventually achieved via an overlay service network which
is formed by overlay brokers within different autonomous
system. Authors in [14] designed a zero-loss overlay virtual
network (zOVN) to reduce query and flow completion time
of latency-sensitive datacenter applications. An identity-
based overlay network architecture for future Internet was
presented in [15]. In parallel, IEEE developed the Next Gen-
eration Service Overlay Network (NGSON) standard [16]
with an objective of organizing services/applications offered
by various networks on an overlay in order to offer rich ser-
vices.

The above mentioned works offered an approach to fa-
cilitating end-to-end QoS provisioning in current Internet.
However, overlay networks are normally realized on the ap-
plication layer; therefore their QoS performance depends on
the service capabilities that can be offered by the underly-
ing network platform, where end-to-end QoS guarantee is
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difficult to achieve within the current IP-based Internet ar-
chitecture. In order to fend off the ossification of the current
Internet, network virtualization has been proposed as a key
attribute of the future inter-networking paradigm. Network
virtualization allows service providers to compose virtual
networks that co-exist together but in isolation from each
other by effectively sharing and utilizing underlying network
resources provided by infrastructure providers [17]. In such
a network environment, a single service provider can ob-
tain control over the entire end-to-end service delivery path
across network infrastructure that may belong to different
domains, which will greatly facilitate end-to-end QoS provi-
sioning.

The CABO architecture proposed in [18] decouples an In-
ternet service provider into a network service provider and
an infrastructure provider to support multiple network ar-
chitectures over shared infrastructures. The GENI project
employs network virtualization to build an open experimen-
tal facility for evaluating new network architectures. The
FP7 4WARD project has adopted network virtualization as
a key technology to allow the future Internet to run virtual
networks in parallel. Researchers have also embraced the
notion of network virtualization into their works. For exam-
ple, Huang [19] proposed a network calculus methodology
to model and analyze the end-to-end QoS provisioning in
virtualization-based Cloud computing. A two-dimensional
architecture for end-to-end resource management in virtual
network environments was proposed in [20]. Botero et al.
presented an heuristic approach in [21] to reconfigure the
allocation of already embedded virtual networks for miniz-
ing the energy consumption. More research progress about
end-to-end QoS provisioning in network virtualization can
be found in a survey paper [17].

Our work captures the common feature of end-to-end QoS
provisioning from both overlay networking and network vir-
tualization. Accordingly, we define a general model from
a “bottom-up” viewpoint, which can be realized as either
overlays in current Internet or network virtualization in fu-
ture Internet. Also, the end-to-end performance bounds are
obtained from the model for designing efficient routing al-
gorithms. Section 3 provides a detailed description of these
bounds.

A few research results on QoS routing algorithm have been
reported. Chen and Nahrstedt [22] investigated Delay Con-
strained Least Cost (DCLC) problem and proposed a heuris-
tic algorithm based on the technique of rounding and scaling.
Jütter et al. developed a Lagrange relaxation method in [23]
to approximate DCLC by linear combination. Korkmaz and
Kruz [24] employed a nonlinear cost function and proposed
a heuristic to minimize such cost function for either find-
ing a feasible path or optimizing that selected path. Goel
and coauthors in [25] presented an approximation algorithm
for the DCLC to compute a route from source to all desti-
nations via relaxing the delay constraint in a small factor.
For the Multi-Constrained Path (MCP), a limited granu-
larity heuristic and a limited path heuristic on the basis
of extended Bellman-Ford algorithm were proposed in [26].
Mieghem and Kuiper [27] analyzed four concepts of exact
QoS routing and developed an exact algorithm relying on
the observation that NP-hard feature of QoS routing would
not occur in practical networks. Recently, Xue et al. [29],
[30] defined variations of MCP and presented a set of approx-
imation algorithms for each problem. Huang and coauthors

Data Plane

Service Plane

▪ ▪ ▪ ▪ ▪

▪ ▪ ▪ ▪ ▪

1I 2I HI

Mapping/Virtualizing

1VN 2VN HVN

RREQ

End-to-End QoS Provisioning

Figure 1. A general end-to-end QoS provisioning
model.

in [31] gave a heuristic for Multi-Constrained Optimal Path
(MCOP) selection, in which a nonlinear combination and a
geographical version of a well-known process in solving D-
CLC were introduced. The results show that the heuristic
achieve a provably good trade-off between execution time
and quality of the path, while requiring less time to com-
pute a path compared with Xue’s algorithm in [29]. More
recently, Huang and Tanaka [10] adopted a graph-extending
technique and proposed a Fully Polynomial Time Approxi-
mation Scheme (FPTAS), which has been proved to be one
of the fastest current algorithms for MCOP. Additional pro-
gresses toward efficient QoS routing algorithm can be found
from the surveys given in [7], [8], and [9].

The algorithms proposed in this paper are distinct from
above QoS routing algorithms in two ways. First, the pro-
posed algorithms are built on the presented end-to-end QoS
provisioning model, which makes our algorithms resilient
and flexible to provide end-to-end QoS. Second, the pro-
posed algorithms not only outperform previous best-known
algorithms, but they are deployable for current and future
Internet as well. The algorithmic details and analysis for
our algorithms are provided in Section 4.

3. MODELING END-TO-END QOS PROVI-
SIONING

3.1 System Overview
As overlay and network virtualization have been proposed

as two potential technologies to coordinate multiple ASes
for end-to-end QoS provisioning, we define a general routing
model for end-to-end QoS provisioning in a bottom-up man-
ner. The underlying infrastructures such as routers, hosts
etc. connected together by physical links are first modeled as
elements in the Data Plane in charge of transmitting data.
Then a service plane is established over the data plane via
mapping or virtualizing the underlying physical infrastruc-
tures to form a virtual topology. That is, our model consists
of two planes: Data Plane and Service Plane. We assume
that each virtual node in the service plane can acquire the
full knowledge of entire underlying topology through some
Interactive mechanisms [13, 18]. Specifically, in the over-
lay networking, overlay brokers (OBs), which correspond to
the virtual node in our model, are deployed for each do-
main. OBs can obtain the link state through some mea-
surement methods as introduced in [13]. Overlay service
provider (OSP) organizes OBs across multiple ASes, there-

APPLIED COMPUTING REVIEW  JUN. 2014,  VOL. 14,  NO. 2 10



Algorithm 1 PB Dijkstra

Input:
Graph: G(V,E,w,W );

Output:
End-to-End Performance Bounds: PB;

1: for k = 1 to K do
2: Apply Dijkstra to calculate the shortest path pLk ac-

cording to weight wk(e) on each edge in G(V,E), The
distance of pLk is wk(pLk );

3: PBk ← wk(pLk ) where PBk is the k-th end-to-end
performance bound;

4: end for
5: return PB;

fore overlay networking is able to guarantee the end-to-end
QoS. While in the network virtualization, an infrastructure
provider (InP) is responsible for providing service providers
(SPs) with information about its network infrastructure so
that the networking resources in the infrastructure can be
accessed by SPs. The SP establishes agreement with one or
more InPs, thus achieving end-to-end QoS [18]. That is, a
virtual node is able to obtain the current network state to
make a routing decision. Working in such a way, a general
end-to-end QoS provisioning system can be then presented
as Fig. 1 shown, in which the service plane is constructed
on top of H networks that belong to different ASes, denoted
as ASi, i = 1, 2, · · · , H. The i-th AS ASi on the data plane
is abstracted as virtual node V Ni.

By allowing the virtual networks to cohabit on a shared
physical substrate, the end-to-end QoS provisioning system
provides flexibility, promotes diversity, and promises increased
manageability. Such an end-to-end QoS provisioning paradig-
m is independent with architectures and implementations of
underlying networks, thus can be regarded as a generalized
model for characterizing both Overlay and Network virtual-
ization. A major benefit introduced by such system is the
virtual node in the service plane which can make a routing
decision cross multiple ASes, thus enabling end-to-end QoS.

On the other hand, the service plane must collect the per-
formance bounds from underlying infrastructures in order
to obtain the understanding about the serving capability of
end-to-end QoS provisioning system. As a key attribute of
the system, the performance bounds set up the thresholds
for routing requests. In other words, if a routing request
does not exceed the thresholds, the routing process for such
a request is invoked; otherwise, the request is blocked as an
invalid routing request. Therefore, end-to-end performance
bounds play an important role in QoS provisioning. In the
following, we shall present two algorithms to obtain these
bounds based on the system model.

3.2 End-to-End Performance Bounds
Before we proceed to present algorithms for obtaining per-

formance bounds, we first provide some basic notations to
represent the model presented above.

Formally, the infrastructure substrate can be modeled as a
set of undirected graphsG1(V1, E1), G2(V2, E2), · · · , GH(VH , EH),
one for each network infrastructure. Then the entire in-
frastructure substrate can be further modeled as an undi-
rected graph G(V,E) with n vertices and m edges where
V = V1 ∪ V2 ∪ · · · ∪ VH , E = E1 ∪E2 ∪ · · · ∪EH . Each edge
e ∈ E is associated with K weights w = (w1, w2, · · · , wK)

Algorithm 2 RREQ F

Input:
Graph: G(V,E,w,W );

Output:
Invalid Request!;

1: index← 1;
2: for k = 1 to K do

3: if Wk < wk(pLk ) or max 1≤i≤K
i6=k

{
wi(p

L
k )

Wi

}
> 1 then

4: index← index+ 1;
5: continue;
6: end if
7: end for
8: if index == K then
9: return Invalid request!;

10: end if

denoting delay, cost, and loss rate etc. QoS parameters.
Note that QoS parameters can be either positive (quali-
ty increases as parameter value increases, e.g. reliability),
or negative (quality decreases as parameter value increases,
e.g. delay). For simplicity, we assume all QoS parameters
are negative. In addition, only the additive QoS parame-
ters are focused since the problem involving concave QoS
parameter like bandwidth is solvable (by erasing all links
from the topology that do not satisfy the requirement). Let
wk(e) ≥ 0 be the k-th weight of edge e, ∀e ∈ E, 1 ≤ k ≤ K;
W = (W1,W2, · · · ,WK) be the K constraints; and p be
a path in G(V,E). Denote wk(p) as the sum of the k-th
weight on edges along p. Then a simple algorithm named P-
B Dijkstra for yielding performance bounds from underlying
infrastructures can be presented as Algorithm 1.

PB Dijkstra generates the performance bounds through
applying Dijkstra to calculate shortest path in terms of each
QoS metric. The performance bounds can serve as capability
descriptors to indicate the serving capability of underlying
infrastructures. When a Routing REQuest (RREQ) arrives
at a virtual node in the service plane, the RREQ would
be first compared with the performance bounds. In this re-
gard, RREQ is basically interpreted to be the K constraints,
while performance bounds are acted as the thresholds to fil-
ter the invalid requests. If a constraint is smaller than the
corresponding threshold, the RREQ will be blocked. That
means the underlying infrastructure cannot offer the routing
service for such RREQ.

It is worth mentioning that PB Dijkstra blocks most of
invalid requests but not all of them. For example, assume
that K = 3, PB1 = 20, PB2 = 21, and PB3 = 22; a
RREQ with W1 = (20, 20, 21) is invalid since the second
and the third constraints are smaller than the corresponding
performance bounds. But for the RREQ W2 = (20, 22, 23)
may still be invalid. This is because PB Dijkstra computes
each performance bound without checking other (K − 1)
metrics at the same time. In order to further filter the invalid
requests, a Routing REQuest-Filtering (RREQ F) process is
given in Algorithm 2.

RREQ F scans the feasibility of remainder K−1 QoS met-
rics in Step 2 for each path pLk . Then the invalid requests are
eventually filtered. Note that RREQ F may block the valid
request in case all the performance bounds are greater than
the constraints. That is, paths can be not optimal for any
specific metric but they are still feasible to the constraints.
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We assume that the constraints are not too tight here so
that the paths obtained in terms of one optimal metric can
satisfy the constraints. Therefore, the performance could
be improved significantly by applying PB Dijkstra togeth-
er with RREQ F to an end-to-end QoS provisioning model
by blocking the invalid requests before invoking the routing
process.

Theorem 1. The time complexity of RREQ F is O(K ·
(n logn+m)).

Proof. The time complexity of PB Dijkstra is the domi-
nating part, which needs O(K ·(n logn+m)) time. Therefore
the time complexity of RREQ F is O(K · (n logn+m)).

Upon the model given above, we next present two efficient
routing algorithms and show their performance are superior
to the previous best-known results.

4. ROUTING ALGORITHMS FOR END-TO-
END QOS PROVISIONING

We first formulate QoS routing problem, then describe the
proposed routing algorithms. To compare the computation
performance with existing best-known approaches, the the-
oretical analysis of proposed algorithms is also conducted in
this section. We finally discuss some deployment concerns of
our algorithms and the issues that may affect the algorithms.

4.1 Problem Formulation
Using the notations in the previous section, the routing

problem can be formulated as follows.

Definition 1. Feasible Path. The path p from source s
to destination d that satisfied wk(p) ≤ Wk, 1 ≤ k ≤ K, is
said to be a feasible path.

Denote {pf} as all the feasible paths in G(V,E). To

each pfi ∈ {p
f}, and a smallest value ηi ∈ (0, 1] such that

wk(pfi ) ≤ ηi ·Wk, 1 ≤ k ≤ K.
Problem: MultiConstrained Optimal Path (MCOP) Prob-

lem. The MCOP problem is to find an optimal path popt

among feasible paths in G(V,E) and the smallest value ηopt

among all ηi such that wk(popt) ≤ ηopt ·Wk, 1 ≤ k ≤ K.

Definition 2. (1 + ε)-Approximation Algorithm. An al-
gorithm is a (1 + ε)-approximation algorithm (or simply, an
approximation algorithm) for MCOP if the algorithm gener-
ates a path p such that wk(p) ≤ (1+ε) ·ηopt ·Wk, 1 ≤ k ≤ K,
the running time of the algorithm is a polynomial in both the
input size and 1

ε
.

4.2 An Initial Approximation for MCOP
To address the problem of MCOP, we present an algorith-

m, named S EXACT, shown in Algorithm 3. It computes
a new weight for each edge through aggregating all QoS
parameters in a linear combination manner, i.e., wM (e) =∑K
k=1

wk(e)
Wk

, then generates the path by the new weight on

the edge.
One of potential outcomes of blocking invalid requests in

advance is that all QoS parameters can be aggregated vi-
a linear combination on each link (see detail explanation in
Fig. 2 of [27]) because linear combination follows the princi-
ple of optimality while the nonlinear combination, typically,

Algorithm 3 S EXACT

Input:
Graph: G(V,E,w,W );

Output:
Path: pM ;

1: Compute a new weight wM (e) =
∑K
k=1

wk(e)
Wk

for each

edge e ∈ E;
2: Calculate the shortest path pM based on the new weight
wM (e);

3: return pM ;

q-norm [27], does not follow. Thus, the linear combination
is expected to be more preferable to aggregate the weight-
s. Besides, S EXACT is “deployable” for various practical
networks: First, the new edge weight can be computed glob-
ally at a source node or locally at each node. Second, line
1 can be implemented either in a centralized way or in a
distributed way. At last S EXACT has the minimal impact
on existing routing protocols. Therefore

Theorem 2. The time complexity of S EXACT is

i. O(Km+ n logn) if Dijkstra is applied in line 2;

ii. O(Km+mn) if centralized Bellman-Ford is applied in
line 2;

iii. O(n) if distributed Bellman-Ford is applied in line 2;

Proof. A centralized algorithm calculates the new weight
for each edge in time O(Km). Thus, if a Dijkstra Algorith-
m is applied in line 2, the time complexity of S EXACT is
O(Km+ n logn); while if a centralized Bellman-Ford is ap-
plied, the time complexity of S EXACT becomes O(Km +
mn). As for the distributed Bellman-Ford shortest path al-
gorithm, it computes the new weights of the adjacent edges
during one single running, and it terminates in O(n) itera-
tions at most. Therefore, the time complexity of S EXACT
will be O(n) if distributed Bellman-Ford is applied in line
2.

Theorem 2 implies that S EXACT is effective and efficient
for path calculation. We now explore its approximation per-
formance as follows.

Theorem 3. S EXACT finds a (K−ρ)-approximation to
MCOP, i.e. wk(pM ) ≤ (K− ρ) · ηopt ·Wk where 1 ≤ k ≤ K,

ρ =
∑

e∈pM
α

ηopt
, α > 0.

Proof. For the optimal path popt, we have wk(popt) ≤
ηopt ·Wk, 1 ≤ k ≤ K, that is

∑
e∈popt

wk(e) ≤ ηopt ·Wk (1)

Equation (1) can be rewritten as

∑
e∈popt

wk(e)

Wk
≤ ηopt (2)

Summing (2) over K weights, then

∑
e∈popt

∑K

k=1

wk(e)

Wk
≤K · ηopt (3)
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This implies

∑
e∈popt

wM (e) ≤ K · ηopt (4)

i.e.

wM (popt) ≤ K · ηopt (5)

Since the path pM in S EXACT is calculated based on the
new weight wM , we have

wM (pM ) ≤ wM (popt) ≤ K · ηopt (6)

That is

∑
e∈pM

wM (e) ≤ K · ηopt (7)

On the other hand, wM (e) =
∑K
k=1

wk(e)
Wk

> wk(e)
Wk

, i.e.,

wM (e) =
∑K
k=1

wk(e)
Wk

≥ wk(e)
Wk

+ α where α > 0 hence

∑
e∈pM

wk(e)

Wk
≤

(
K −

∑
e∈pM α

ηopt

)
· ηopt (8)

Let ρ =
∑

e∈pM
α

ηopt
, then

∑
e∈pM

wk(e) ≤ (K − ρ) · ηopt ·Wk (9)

i.e.

wk(pM ) ≤ (K − ρ) · ηopt ·Wk (10)

This proves that the algorithm S EXACT is a (K − ρ)-
approximation algorithm.

Theorem 3 indicates that the quality of path calculated by
S EXACT is better than that of previous K-approximation
algorithm (denoted as K-Approx) [29] though these two al-
gorithms have the same time complexity. This is due to
the fact that S EXACT using linear combination of edge
weights follows the principle of optimality, which is also the
fundamental philosophy behind the canonical shortest path
algorithms. While in [29], algorithm K-Approx using non-
linear combination (q-norm where q → ∞) does not follow
such principle. Furthermore, K-Approx cannot guarantee
the feasibility of the finding path. The S EXACT present-
ed in this paper, which exploits the performance bounds to
block the invalid routing requests, guarantees the finding
path feasible. Therefore, we say the proposed S EXACT is
better than previous K-approximation algorithm.

Another feature implied by Theorem 3 is the quality of
finding path may be a little undesirable for real-time ser-
vices. In order to find a better path, an approximation al-
gorithm for MCOP is proposed.

4.3 An Approximation Algorithm for MCOP
The proposed approximation algorithm named Fully Poly-

nomial Time Approximation Scheme (FPTAS) is presented
in Algorithm 4, which involves two key stages. The first
stage in line 1 is to reformulate each weight on the link
in G(V,E) to be a new weight wNk (e) such that wNk (e) =⌈
wk(e)
Wk
· n−1

ε

⌉
, 1 ≤ k ≤ K; thus the MCOP problem is

Algorithm 4 FPTAS

Input:
Graph: G(V,E,w,W );

Output:
Path: pN ;

1: For each e ∈ E in G(V,E), compute the new weights

wNk (e) =
⌈
wk(e)
Wk
· n−1

ε

⌉
, k = 1, · · · ,K, and set WN

1 =

· · · = WN
K =

⌈
n−1
ε

⌉
;

2: Extend the graph G(V,E) to a directed graph
Gπ(V π, Eπ) with vertex set V π and edge set Eπ. To
a given vertex u ∈ V , it is extended to a vertex group
(u, δ2, · · · , δk, · · · , δK) where 0 ≤ δk ≤

⌈
n−1
ε

⌉
, 2 ≤

k ≤ K. To a given edge (u, v) ∈ E, Eπ contains
direct edges from vertex (u, δ2, · · · , δk, · · · , δK) to ver-
tex (v, λ2, · · · , λk, · · ·λK) such that λk = δk + wNk (u, v)
as well as directed edges from (v, δ2, · · · , δk, · · · , δK)
to vertex (u, λ2, · · · , λk, · · · , λK) such that λk = δk +
wNk (u, v), 2 ≤ k ≤ K. All such edges have the same
length wN1 (u, v). In addition, Eπ contains zero-length
edges from (u, δ2, · · · , δk, · · · , δK) to (u, δ2, · · · , δk +
1, · · · , δK), where 0 ≤ δ ≤

⌈
n−1
ε

⌉
− 1, 2 ≤ k ≤ K;

3: Calculate the shortest path pN in Gπ from (s, 0, · · · , 0)
to (t, θ∗, · · · , θ∗) where θ∗ = max1≤k≤K {θ∗k} ≤

⌈
n−1
ε

⌉
,

and θ∗k is the smallest integer to each weight, 2 ≤ k ≤ K;
4: return pN by omitting the latter K − 1 components of

each extended node on the finding path;;

transformed to be a simple one. The second stage applies
a graph-extending based dynamic programming process to
solve such simplified problem in polynomial time.

In the second stage of FPTAS, it extends the original
topology G(V,E) to a directed graph Gπ(V π, Eπ). For the
case K = 2, we are not providing the details of how the
extended graph is generating, but readers are referred to
our previous work [10] for more descriptions. For the case
K = 3, A simple illustrative example for graph extending is
given by Fig. 2, in which the link has the weights (3, 2, 1),
W = 2. Specifically, the original node, for example a, is
extended to a set of nodes, and they are connected by the
zero-length edge as shown in the blue dot line. The red and
dark lines are the extension of the second and third weight
respectively, and they are have the same length 3. In such
a way, the extended graph can be constructed.

Though Xue’s et al. [29] presented an auxiliary graph pro-
cess which has similar form of graph-extending given in this
paper, the basic philosophy and motivation behind such two
processes are essentially different. First of all, the auxiliary
graph process is proposed for finding a feasible path while
the graph-extending process attempts to calculate an opti-
mum. In addition, the internal structures of two constructed
graphs vary greatly from each other. The proposed FPTAS
using graph-extending can find a path with enforced con-
straints by setting a subtle configuration of extended nodes,
whereas Xue’s algorithm based on auxiliary graph process
cannot guarantee any constraints to be enforced. Also, the
presented FPTAS can be basically regarded as an geomet-
rical extension of algorithm in [22], while algorithm in [29]
applies two bounds i.e., the lower bound and upper bound to
approximate the optimal. Therefore, the proposed FPTAS
is different from algorithm in [29].

Likewise, we can obtain the following two theorems to
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Figure 2. A simple example for graph extending.

reflect the computation performance of FPTAS.

Theorem 4. The worst-case time complexity of FPTAS
is O(m · (n

ε
)K−1).

Proof. See Proof of Theorem 3 in [10].

Theorem 5. FPTAS finds a (1 + ε)-approximation for
MCOP if wk(popt) ≤ (1− ε) ·Wk, 1 ≤ k ≤ K.

Proof. Skipped. The proof follows the similar lines with
Theorem 2 in [10].

Theorem 4 and Theorem 5 suggest that FPTAS outper-
forms previous best-known results [28], [29], [30]. This is
due to the fact that for the case of K = 2, FPTAS can find
a (1 + ε)-approximation from a general undirected graph,
while algorithm (denoted as ADAPT) in [28] is developed to
compute a path in a specific acyclic graph despite FPTAS
and ADAPT share the same time complexity. In addition
to this, FPTAS is able to asymptotically approximate the
both weights, but ADAPT finds a path that minimizes the
first weight under the constraint of second weight. Hence,
the FPTAS presented in this paper is better than ADAPT
when K = 2.

As for the case K > 2, though algorithm of [30] calculats a
(1 + ε)-approximation path for MCOP within O(mn log log

logn + m
(
n
ε

)K−1
) time, FPTAS presented in this paper

runs much faster to compute such a path. On the other
hand, the proposed FPTAS and algorithm in [29] have the
same time complexity in computing a (1 + ε)-approximation
for MCOP, but FPTAS can guarantee the constraints of
finding path to be enforced. In other words, FPTAS is able
to assure the weights of the finding path not to exceed the
given constraints without requests-filtering (line 1 to line 6).
This is because wk(popt) ≤ (1 − ε) ·Wk and ηopt ≤ 1 − ε,
then wk(pN ) ≤ (1 + ε) · ηopt · Wk ≤ (1 − ε2) · Wk. As
for the algorithm in [29], it is designed to approximate all
constraints without any constraint being enforced. Thus,
the FPTAS presented in this paper outperforms best-known
results in [29] and [30] when K > 2.

To sum up, the proposed algorithm FPTAS is superior to
previous best-known studies.

4.4 Remarks
Here we briefly discuss our ongoing efforts in deploying the

proposed routing algorithms and further steps in improving
their computation performance, which lead to a big set of
research works.

4.4.1 Deployment Considerations
Theoretical analysis on S EXACT and FPTAS shows a

trade-off between “optimality” of solution and “simplicity”
of algorithm. That is to say, S EXACT is simple and runs
faster than algorithm FPTAS but the quality of finding path
may be undesirable. Unlike S EXACT, algorithm FPTAS
needs more computation resources but can find a solution
with better quality. This means algorithm S EXACT is easy
to be implemented, thus it can be deployed in the real world
networking system with on-line computation mode. As for
algorithm FPTAS, which requires more resources but finds
a path with provably good quality to provide end-to-end
QoS guarantees, it can be applied using off-line computation
mode, i.e., compute in advance [32].

4.4.2 Extend S_EXACT to A General Form
Essentially S EXACT is a special case of exact algorithm

for MCOP. This is because path pN is a Pareto minimum
solution in the Pareto optimal set. We prove this statemen-
t by following theorem. Note that we do not provide the
related definitions for Pareto solution, Pareto optimal set,
and vector dominance etc. herein due to the space limi-
tation, for more information please refer to some standard
multi-objective decision textbooks.

Theorem 6. Path pN determined by S EXACT is a Pare-
to minimum path.

Proof. Let us suppose there exists a path p∗ that dom-
inates pN , then

wk(p∗) ≤ wk(pN ), 1 ≤ k ≤ K (11)

This can be rewritten as

∑K

k=1

wk(p∗)

Wk
≤
∑K

k=1

wk(pN )

Wk
(12)

i.e.

wM (p∗) ≤ wM (pN ) (13)

This contradicts with the fact that pN is a shortest path
calculated by the new weight. Therefore, pN is a Pareto
minimum path.

With above result in hand, extending S EXACT to a gen-
eral form in finding the Pareto optimal path set is not a hard
task: the modification on S EXACT is only to replace the
shortest path algorithm like Dijkstra or Bellman-Ford with
a κ-shortest algorithm [33] for paths calculation.

5. EXPERIMENTAL RESULTS
Since the model presented in this paper facilitates the

paths found by S EXACT and FPTAS to guarantee the
end-to-end QoS, this section only examines the computa-
tional performance of the proposed algorithms. The exper-
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Table 1. AET comparison when K = 2 (ms).

Nodes S EXACT K-Approx
FPTAS ADAPT

ε = 0.1 ε = 0.5 ε = 1.0 ε = 0.1 ε = 0.5 ε = 1.0

20 0.015 0.015 31 15 7 140 141 140
40 0.062 0.062 63 31 15 671 655 671
60 0.138 0.140 94 32 32 1638 1638 1622
80 0.240 0.250 78 32 16 2309 2325 2293
100 0.362 0.375 93 47 16 3479 3494 3464
120 0.517 0.532 110 32 15 5835 5803 5834
140 0.677 0.719 171 62 16 10015 10281 10062
160 0.836 0.985 188 46 47 13244 13322 13261
180 1.275 1.282 187 62 47 14072 13978 14009
200 1.466 1.578 234 94 48 24086 24133 24321

iments are composed of two parts: 1) performance com-
parison between our proposed algorithms and existing best-
known algorithms based on the presented model, 2) end-to-
end performance evaluation of calculated paths over an open
testbed.

5.1 Performance Comparison
To compare the performance of our algorithms against

best-known algorithms to date, we implemented S EXACT,
FPTAS, ADAPT, Xue’s K-approximation algorithm as well
as Xue’s approximation algorithm. For simplicity, we used
K-Approx and OMCP to denote Xue’s algorithms.

In the experiments, we introduced WAXMAN model [34]
to generate a set of random networks. The probability of
creating a link between node u and node v is p(u, v) =

α · e−d(u,v)/βL, where d(u, v) is the distance between u and
v, α = 0.6, β = 0.4, and L is the maximum distance between
any two nodes. The network scale ranges from 20 nodes to
200 nodes. Each link in the generated networks is associat-
ed with three QoS parameters and they are uniformly dis-
tributed. We set loose constraints in the experiments, that
is, Wk =

∑
e∈E wk(e) where 1 ≤ k ≤ K, in order to guar-

antee the algorithms that can find a path in the generated
networks. For algorithms configurations, we used Dijkstra
as the shortest path searching algorithm in both S EXACT
and K-Approx, and set ε ∈ {0.1, 0.5, 1.0} for both FPTAS
and OMCP. All of the experiments were performed on IBM
P4 2.6GHz with 2G memory space and Linux system.

5.1.1 Performance Metric
We used the following metrics for performance compari-

son.

Definition 3. Average Execution Time (AET ). AET
indicates the average execution time of an algorithm. This
metric is used for evaluating time cost performance of an
algorithm, which reflects the time that a request has to wait
before receiving the response from our end-to-end QoS pro-
visioning system.

Definition 4. Path Weights Distance (PWD). To the
loose constraints, PWD denotes the distance between the
weights of a path returned by the algorithm and path con-
straints; that is, for a path p returned by an algorithm

PWD(p) =

√√√√ K∑
k=1

(
1− wk(p)

Wk

)2

(14)

This metric is used for evaluating the quality of finding path,
which reflects the QoS that can be guaranteed by the algorith-
m for each request.

5.1.2 Comparison
We evaluated both AET and PWD for all algorithms in

the case ofK = 2 andK = 3 with different scales of network.
The comparison results are shown in Table 1, 2, 3 and 4. All
the results presented are calculated by averaging the results
of 100 runs, which makes the AET and PWD representative
and not influenced by any stochastic factor.

Table 1 and Table 2 present the comparison results in
AET and PWD of four algorithms (S EXACT, K-Approx,
FPTAS, ADAPT) whenK = 2. As Table 2 shows, S EXACT
has very close time performance with K-Approx. Further,
we observed that, S EXACT and K-Approx run much faster
than FPTAS and ADAPT, which suggests that algorithm
S EXACT and K-Approx fall into the same algorithmic cat-
egory while FPTAS and ADAP belong to another. In other
words, the former two take less time to find a path. This is
also consistent with our theoretical analysis that S EXACT
is simple and runs faster than algorithm FPTAS. In addition,
Table 1 exhibits that FPTAS needs less time for finding the
same path (see Table 2) than ADAPT with the same ε set-
tings. In particular, for the line of 200 nodes with ε = 1.0, F-
PTAS takes almost 500 times less time than ADAPT. There-
fore, we claim that our proposed algorithms have better time
performance than previous best-known algorithms.

Evidently, it can be seen from Table 2 that the PWD of
S EXACT is larger than that of K-Approx. As the defini-
tion of PWD indicated, the larger PWD is, the better path
finds. That is, algorithm S EXACT can find better paths
than K-Approx. This conforms to our theoretical analysis
in Theorem 3. Moreover, the data of FPTAS and ADAPT
in Table 2 demonstrates that when ε = 1.0, FPTAS find-
s the same paths with ADAPT, which are worse than the
corresponding ones calculated by S EXACT and K-Approx.
When ε = 0.5 and ε = 0.1, FPTAS and ADAPT are able to
obtain better path than S EXACT and K-Approx. We also
found that paths yielded by FPTAS in these two cases are
better (at least the same) than those obtained by ADAPT
for all testing instances.

Table 3 and Table 4 compare the AET and PWD of four
algorithms: S EXACT, K-Approx, FPTAS, and OMCP, in
the case of K = 3. Likewise, the results in Table 3 show the
same implications with Table 1. In contrast, data in Table
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Table 2. PWD comparison when K = 2.

Nodes S EXACT K-Approx
FPTAS ADAPT

ε = 0.1 ε = 0.5 ε = 1.0 ε = 0.1 ε = 0.5 ε = 1.0

20 0.808 0.808 0.808 0.808 0.712 0.808 0.808 0.712
40 1.192 1.188 1.247 1.198 1.151 1.247 1.196 1.151
60 1.257 1.255 1.289 1.261 1.247 1.274 1.260 1.247
80 1.281 1.273 1.281 1.281 1.233 1.281 1.281 1.233
100 1.310 1.298 1.313 1.310 1.298 1.310 1.310 1.298
120 1.333 1.322 1.344 1.342 1.308 1.344 1.342 1.308
140 1.350 1.331 1.361 1.355 1.330 1.355 1.355 1.330
160 1.357 1.353 1.357 1.357 1.341 1.357 1.357 1.341
180 1.364 1.355 1.373 1.369 1.351 1.371 1.369 1.351
200 1.365 1.358 1.372 1.372 1.351 1.372 1.365 1.350

Table 3. AET comparison when K = 3 (ms).

Nodes S EXACT K-Approx
FPTAS OMCP

ε = 0.1 ε = 0.5 ε = 1.0 ε = 0.1 ε = 0.5 ε = 1.0

20 0.015 0.031 312 15 7 592 78 31
40 0.078 0.093 687 93 30 5725 733 327
60 0.172 0.203 1295 172 31 16334 2309 1076
80 0.312 0.359 1590 186 47 59873 8658 3541
100 0.485 0.547 2122 218 77 71792 21341 8814
120 0.672 0.765 2481 280 78 73102 41044 16567
140 0.922 1.062 3401 343 124 93055 47487 20982
160 1.204 1.375 3355 358 124 81042 63867 28283
180 1.625 1.813 3493 374 125 79404 79935 40280
200 2.094 2.359 7144 780 280 132757 135706 98655

4 shows a little different with Table 2. As we can detect
that some PWDs of S EXACT are no longer greater than
those of FPTAS and OMCP when ε = 0.5, but they are still
smaller than those of FPTAS and OMCP in the condition
of ε = 0.1.

In summary, the insights provided by above tables indicate
that the FPTAS has better performance than OMCP when
K = 2 and K = 3. To the cases of K > 3, one can envision
that FPTAS has much better performance than OMCP since
the AET of both algorithms are increased by K exponen-
tially as we analyzed. Moreover, algorithm S EXACT shows
the extraordinary effectiveness with respect to the running
time, thus we believe that S EXACT is applicable for both
current and future Internet.

5.2 Performance Evaluation

5.2.1 Performance Evaluation Setup
In order to further determine the end-to-end performance

of obtained paths, we set up an open testbed ToMaTo [35]
and deployed the paths on top of it. We considered the path
performance in the condition of K = 3 as a more representa-
tive case. Since the results in each row of Table 4 follow the
same pattern as we explained, without loss of generality, we
chose the paths obtained from 40 nodes network for perfor-
mance evaluation. We set the path weights that correspond
to the cost, delay and packet loss ratio respectively, and set
the reference bandwidth to be 1Mb, then the cost of the path
is mapped into a residual bandwidth of such path [36]. In
other words, we applied the bandwidth and delay as well as

packet loss ratio to be the path attributes in ToMaTo. Also,
we configured a typical QoS application i.e., video conferenc-
ing, over the paths as a typical QoS application. The traffic
traces were collected to analyze the end-to-end quantitative
metrics including total packets received of an end host, end-
to-end delay, and delay variation for each path, where the
total amount of packets received reflects the throughput of
an end host, end-to-end delay represents the application la-
tency, and delay variation indicates the application jitter.
With respect to the end-to-end delay measurement, we in-
stalled the NTP (Network Time Protocol) daemon [37] to
synchronize the time of end hosts in a periodical manner,
as such, the end-to-end time error between end hosts is con-
trolled within 0.01 milliseconds, which guarantees the the
accuracy of results.

5.2.2 Evaluation Results
The performance evaluation results are shown in Fig. 3,

Fig. 4 and Fig. 5, each of which consists of three subfigures.
Subfigure (a) shows the total packets received by an end
host, subfigure (b) depicts the results of end-to-end delay
(in milliseconds) and subfigure (c) plots the delay variation
(in milliseconds) when transmitting video packets. In these
figures, we used the algorithm name with a certain param-
eter setting to denote the path obtained by such algorithm
under the condition of that parameter setting. For example,
we use “FPTAS, ε = 0.5” to represent the path searched by
algorithm FPTAS when ε = 0.5, “S EXACT” to indicate the
path generated by algorithm S EXACT.

Fig. 3 illustrates the performance of three paths obtained
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Table 4. PWD comparison when K = 3.

Nodes S EXACT K-Approx
FPTAS OMCP

ε = 0.1 ε = 0.5 ε = 1.0 ε = 0.1 ε = 0.5 ε = 1.0

20 0.987 0.981 0.987 0.987 0.981 0.981 0.981 0.981
40 1.666 1.528 1.768 1.680 1.488 1.735 1.675 1.488
60 1.564 1.550 1.638 1.564 1.523 1.638 1.564 1.523
80 1.593 1.580 1.675 1.621 1.555 1.675 1.621 1.555
100 1.621 1.600 1.842 1.652 1.593 1.842 1.652 1.586
120 1.645 1.640 1.689 1.641 1.609 1.689 1.641 1.607
140 1.669 1.662 1.677 1.677 1.645 1.677 1.677 1.645
160 1.675 1.669 1.683 1.672 1.652 1.675 1.646 1.646
180 1.678 1.668 1.679 1.668 1.668 1.679 1.668 1.668
200 1.679 1.672 1.680 1.672 1.664 1.680 1.672 1.664
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Figure 3. Performance comparison for paths obtained by FPTAS when ε varies.

by FPTAS when ε = 0.1, ε = 0.5, and ε = 1.0 respectively.
Comparing the three curves in the figure we can see that, the
path yielded by FPTAS in the condition of ε = 0.1 transmits
the maximum amount of packets with the lowest latency and
the smallest delay variation. While if ε = 0.5, the algorithm
performs worse. The performance of FPTAS is the worst
when ε = 1.0. Particularly, in the case of ε = 1.0 we noticed
that, the total packets received by the end host decreases
dramatically at 30s. This is because the residual bandwidth
is so small that the network at that time was congested. In
other words, the first weight of the path yielded is very big,
which leads the residual bandwidth to be small. The same
fact can also be seen from Fig. 3(c). where the delay varia-
tion increases significantly at 30s. Actually, as we observed
during the evaluation, the quality of video was rather low
and many of frames were lost, the network then adapted the
packet sending rates automatically to assure the end-to-end
delay. In this way, the end-to-end delay was maintained in
a relatively steady level as shown in Fig 3(b).

Fig. 4 depicts the performance of three paths obtained
by OMCP when ε = 0.1, ε = 0.5, and ε = 1.0 respectively.
The curves in this figure show the same trend with Fig. 3,
that is, path obtained by OMCP in the condition of ε = 0.1
transmits the maximum amount of packets with the lowest
latency and the smallest delay variation among three paths.
While path obtained when ε = 0.5 performs worse, and the
performance is the worst when ε = 1.0. By Comparing Fig.
3 to Fig. 4, we noticed that for the same ε setting, the path
obtained by OMCP has smaller total packets received and

higher end-to-end delay performance than the corresponding
path obtained by FPTAS. In contrast, the delay variation
of path obtained by OMCP is better. The main reason un-
derlying such phenomenon is both of FPTAS and OMCP
can find two optimal paths from the Pareto set. Neverthe-
less, the performance metric PWD used in this paper fails
to distinguish them. In principle, PWD can differentiate
the dominated path instead of the non-dominated one. For
instance, Path A dominates Path B, then Path A must have
the greater PWD value. Unfortunately, if Path A does not
dominate Path B, that is, at least one weight of Path A is
greater than Path B, the PWD value of Path A can still
take a greater value. Therefore, the performance evaluation
for the obtained path is necessary, which is also the major
motivation behind this section.

Fig. 5 plots the performance of paths that obtained by
FPTAS with ε = 0.1, OMCP ε = 0.1, S EXACT and K-
Approx. As shown in this figure, the total amount of packets
received by FPTAS is the best, OMCP comes the second,
S EXACT is in the third place, while the K-Approx per-
forms the worst as it shown in Fig. 5(a). Similarly in Fig.
5(b), four schemes follow the same order with Fig. 5(a)
on end to end delay. On the contrary, it is shown in the
Fig. 4(c) that FPTAS has the greater delay variation than
OMCP. This again proves the performance metric PWD is
capable of distinguishing the dominated path rather than
the non-dominated path. Moreover, when we compare the
results of S EXACT and K-Approx with FPTAS and OM-
CP with ε = 0.5 and ε = 1.0, we note that the performance
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Figure 4. Performance comparison for paths obtained by OMCP when ε varies.
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Figure 5. Performance comparison for paths obtained by FPTAS, OMCP, S EXACT, and K-Approx.

of S EXACT and K-Approx are superior to those of FPTAS
and OMCP when ε = 1.0. That is to say, though S EXACT
finds a near-optimal path that has a little worse performance
than FPTAS and OMCP in the case of ε = 0.1, but it runs
much faster than both. Therefore, the algorithm S EXACT
proposed in this paper is effective for end-to-end QoS provi-
sioning.

From above experimental results and previous theoretical
analysis, we conclude that our FPTAS outperform the pre-
vious best-known results with respect to both running time
and quality of solution. And the proposed S EXACT is ef-
ficient and light-weighted, thus is applicable for end-to-end
QoS guarantee in current and future Internet.

6. CONCLUSIONS
Providing end-to-end Quality-of-Service guarantees is a

passport to services delivering and their widespread deploy-
ment on various networking systems. Modeling and devel-
oping efficient routing algorithms for end-to-end QoS provi-
sioning across multiple heterogeneous networks are impor-
tant topics. In this paper, we have investigated the end-
to-end QoS guarantees from a generic routing perspective.
We first modeled physical infrastructures for obtaining the
performance bounds of end-to-end QoS provisioning to in-
dicate the capability of underlying resources offerings. We
then devised two efficient routing algorithms and analyzed
their computational performance. Also, we conducted ex-
tensive experiments for the proposed algorithms, evaluat-

ed the performance of the obtained solution over an open
testbed. Both of the theoretical analysis and the experi-
mental results provide insights about the efficiency and ef-
fectiveness of the proposed routing algorithms. The mod-
eling technique and the algorithms developed in this paper
are general and flexible; thus are applicable to the various
networking systems for end-to-end QoS provisioning in the
current or future Internet.

Our work opens up research to design more efficient rout-
ing algorithms for end-to-end QoS guarantee based on the
presented model. First, the RREQ F may block some valid
routing requests, it is worth to apply techniques to calculate
exact performance bounds, i.e., upper and lower bounds as
the thresholds for filter routing request. Second, S EXACT
is simple and cost-effective, it would be interesting to ex-
tend it to a general form, thus improving the quality of fi-
nal solution. For longer term, one is likely to integrate the
proposed algorithm to a routing protocol toward end-to-end
QoS guarantees in real-world networks. Further, taking en-
ergy consumption into QoS consideration to achieve green
Internet is also an interesting topic for investigation.
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ABSTRACT
Hyperspace hashing is a recent multi-dimensional indexing
technique for distributed key-value stores that aims at sup-
porting efficient queries using multiple objects’ attributes.
However, the advantage of supporting complex queries comes
at the cost of a complex configuration. In this paper we ad-
dress the problem of automating the configuration of this
innovative distributed indexing mechanism. We first show
that a misconfiguration may significantly affect the perfor-
mance of the system. We then derive a performance model
that provides key insights on the behaviour of hyperspace
hashing. Based on this model, we derive a technique to au-
tomatically and dynamically select the best configuration.1

Categories and Subject Descriptors
H.2.4 [Information Systems]: Database Management; Sys-
tems; Distributed Databases

General Terms
Algorithms, Performance, Experimentation

Keywords
Autonomic Configuration; Key-Value Store; Analytical Mod-
elling; HyperDex; Multi-dimensional

1. INTRODUCTION
Key-value data stores, often so called NoSQL storage sys-

tems (in opposition to classic databases), are widely used
as a fundamental building block for large scale distributed
systems. For scalability and performance reasons, most key-
value stores adopt simplified interfaces, in which objects
are only accessible through a single key. BigTable [5], Dy-
namo [10], and Cassandra [19] are examples of such systems.

Yet, querying/accessing objects solely by their primary
key is rather restrictive. Consider a website for booking
hotel rooms: it is easy to conceive that the system must
support searches for hotels in a given location and price.
It is therefore imperative to support the search for the ob-
jects, which represent the hotels, by other attributes rather

1Copyright is held by the authors. This work is
based on an earlier work: SAC’14 Proceedings of
the 2014 ACM Symposium on Applied Comput-
ing, Copyright 2014 ACM 978-1-4503-2469-4/14/03.
http://dx.doi.org/10.1145/2554850.2554876.

than their primary keys. Recently, several proposals have
used mappings to multi-dimensional spaces both in key-
value stores and peer-to-peer systems[15, 16]. Among these,
HyperDex [15] owns a unique set of characteristics that makes
it a very appealing solution to the problem. The main idea
of HyperDex is to use hyperspace hashing, an extension of
consistent hashing [17]. Briefly, an object with a set of at-
tributes A is mapped to an Euclidean space with |A| di-
mensions (i.e., its cardinality) by hashing the values of its
attributes, and interpreting it as a vector of coordinates.

HyperDex provides a rich API with support for searches
on any object’s attributes, also called partial searches. By
leveraging on hyperspace hashing, HyperDex can handle
partial searches very efficiently. On the other hand, main-
taining indexes does introduce additional costs on the exe-
cution of inserts and updates; hence, they should be used
wisely. HyperDex allows the programmer to configure the
Euclidean space according to the requirements of the target
application. Unfortunately, it is far from obvious to deter-
mine which configurations provide the best results. As we
shall see, misconfigurations that are likely to occur with non-
expert users may affect drastically the performance of the
system, with differences in performance up to 47× (mea-
sured in our experiments). One of the key challenges is that
the number of possible configurations grows exponentially
with the number of attributes considered, making exhaus-
tive testing a tedious or even impossible task. On top of
this, the underlying mechanisms and implementation of Hy-
perDex are complex, which makes any attempt to identify
the best configuration for each workload a daunting task.
This motivates the main goal of this paper, which is to de-
velop techniques that support the auto-configuration of Hy-
perDex.

In this paper we study hyperspace hashing in detail, and
in particular the inner-workings of HyperDex, both from an
analytical as well as experimental perspectives. We present
two contributions with the objective of autonomically max-
imizing HyperDex’s performance for a given workload and
deployment setting: 1) a predictive model of HyperDex’s
performance that obtains an average accuracy of 92%; and 2)
an architecture that takes advantage of the previous contri-
bution and allows HyperDex to adapt to the current system
workload and self-configure to maximize its performance.

Section 2 presents an in-depth description of HyperDex.
Using this knowledge, in Section 3 we derive an analytical
model of HyperDex, which is then validated in Section 4. In
Section 5, we present the architecture of a system for auto-
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matically configuring HyperDex and we evaluate the accu-
racy of the implemented algorithms against a set of heuris-
tics. In Section 6, we overview the related work. Finally,
Section 7 concludes the paper.

2. OVERVIEW OF HYPERDEX
One of the main goals of HyperDex is to support efficient

partial searches by secondary attributes, mainly by reducing
substantially the number of servers involved in each query.
The main idea is to use hyperspace hashing, in which the
system can deterministically calculate the smallest set of
servers that may contain data matching a given query.

2.1 Hyperspace Hashing in HyperDex
Consider that the objects to be stored have N distinct at-

tributes. A hyperspace in HyperDex is an Euclidean space
with N dimensions, such that each dimension i is associated
with an attribute Ai ∈ {A1, ...,AN }. Hyperspace hashing
maps an object in the hyperspace by applying a hashing
function to the value of each attribute Ai of the object.
In this way, we obtain a vector of N coordinates that cor-
respond to the point in the hyperspace where the object
is located. The hyperspace is partitioned in multiple dis-
joint regions that are assigned to servers. A directory keeps
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(b) Subspace 〈city, price〉.
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(c) Subspace 〈city, price, stars〉.

Figure 1. Three different configurations and
corresponding visualization of a search specifying
values for all attributes indexed by the subspace.

the mapping among regions and servers, such that the right
nodes can be contacted when a query or update is executed.

In the description above, we assumed that the key-value
store uses a single hyperspace, with as many dimensions
as the attributes of the objects. Unfortunately, the vol-
ume of an hyperspace grows exponentially with each addi-
tional attribute. As a result of this growth, partial searches
are increasingly likely to contact regions (and correspond-
ing servers) that contain no relevant data for the search.
To address this problem, HyperDex allows the system to
be configured using multiple hyperspaces, called subspaces,
each with a number of dimensions smaller than N .

The possibility of using multiple subspaces increases the
complexity of configuring HyperDex: the programmer has
to define the set of subspaces (denoted by S), and for each
subspace Si ∈ S, which attributes 〈A1, ...,Ak〉 to be used.
This can be illustrated resorting to hotel database example
briefly introduced before. Each hotel is an object with var-
ious attributes, such as the primary key (name), category,
price, address, among others. In Fig. 1 we show three pos-
sible subspaces with the corresponding regions (distributed
to servers) and some points representing hotels. Consider-
ing a query for hotels in Paris: using the subspace of Fig. 1a
it is necessary to contact only 1 region, whereas in Fig. 1b
it is necessary to contact 3. If the query also specifies an
additional requirement of price 120, only one region is con-
tacted in both cases. Furthermore if we consider a three
dimensional subspace (see Fig. 1c), we need to specify three
attributes in the query to have an efficient operation that
contacts only one server. Note that, independently of the
number of dimensions of a subspace, the strategy adopted
in HyperDex is to divide each dimension of a subspace such
that the total number of regions per subspace is close to a
predefined value R.

In Fig. 2 we present a particularly interesting experiment,
illustrating the impact of the configuration of hyperspace
hashing on performance: by configuring it to use a single
hyperspace, or with the best (albeit complex) combination
of subspaces, the performance may be improved from 8× to
47× depending on the ratio of queries and updates. We dis-
cuss the reasons underlying this difference in performance
when presenting our analytical model in Section 3. Unfor-
tunately, as we shall see, it is not trivial to manually decide
on the best configuration, for which reason we argue that
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Figure 2. Performance of HyperDex with a single
hyperspace against a configuration with subspaces.
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this process should be automatized. In order to understand
how hyperspace hashing can be configured, we need to first
provide additional background on its functioning.

2.2 Search Operation
We first describe how queries are processed using hyper-

space hashing. We define a search query Q as the set of at-
tributes that the query accesses (and respective values). In
the general case, to execute a query it is necessary to send a
message to the servers responsible for the regions touched by
the query. The number of servers contacted varies accord-
ing to the subspace chosen and the specification (partial, or
complete) of the query with regard to the dimensions of the
subspace; for instance, in the example of Fig. 1b, a search
Q = 〈city = Paris, price = 120〉 results in contacting only
one region, but in a query forQ = 〈city = Paris〉 in the sub-
space 〈city, price〉 all three regions are contacted. In order
to obtain the best throughput possible, HyperDex always
executes a query on the subspace Si ∈ S which yields the
minimum number of regions. Note that HyperDex maintains
a full copy of each object in each configured subspace.

2.3 Update Operation
Updating an object using hyperspace hashing implies mod-

ifying all the defined subspaces, as well as an additional sub-
space that has the primary key as the single dimension (this
subspace must exist in every hyperspace hashing configura-
tion). Note that, since a full copy of the object is stored
in each sub-space, all copies need to be updated. For fault-
tolerance, K = f+1 copies are maintained in each subspace.

To coordinate the update, HyperDex uses chain replica-
tion [27]. HyperDex organizes the replication chains using
a technique called “value-dependent chaining”, in which the
chain of an object depends on the values of its attributes.
Whenever an attribute contained by some subspace is up-
dated, the position of the object in that subspace may change,
which causes additional servers to participate in the chain.
Fig. 3 shows two examples of replication chains for different
updates. Consider the update U = 〈tel〉, meaning that it
changes the telephone of a given hotel, shown in Fig. 3a. In
this case 3 replicas have to be updated for each subspace
(as each subspace maintains a full copy of each object). In
Fig. 3b, the update U = 〈stars, tel〉 additionally changes the
stars of the given hotel. This results in a more complex
chain because the attribute stars is present in one subspace.
By changing its value, the hotel changes its position in the
subspace 〈city, stars〉, which may cause it to move from one
region (old) to another (new): the old server deletes it from
its storage while the new one has to insert it (hence, in
subsequent operations the replication chain will no longer
involve the servers of the old sub-chain).

3. MODELLING HYPERSPACE HASHING
Based on the insights provided in the previous section on

the inner workings of hyperspace hashing, we now derive an
analytical model that captures its performance. In the fol-
lowing we assume scenarios with peak throughput, in which
the servers’ processors are fully utilized and the network re-
sources are not restraining the performance.

Primary
Key

K = 1

K = 2

K = 3

<city, price> <city, stars>

(a) Update of 〈tel〉.

Primary
Key

K = 1

K = 2

K = 3

<city, price> <city, stars>

old new

(b) Update of 〈stars, tel〉.

Figure 3. The chain of servers resulting from two
different update operations in the same

configuration of HyperDex.

3.1 Modelling Searches
Under the above assumptions, the cost of searching using

hyperspace hashing is proportional to the number of regions
contacted. Consider a generic search query Qi.

Observation 1. The worst possible performance for a search
Qi happens whenever @Si∈S : Qi ∩ Si 6= ∅.

Rationale. Since no subspace contains (at least) one at-
tribute being searched, then the query must contact R re-
gions (i.e., all) in some subspace. The subspace chosen is
irrelevant, because all regions should be evenly split among
servers in all subspaces. Hence, Qi will be received and pro-
cessed by all nodes, over all data stored locally, leading to
the worst possible performance.

Observation 2. Every configuration where ∃Si∈S : Si ⊆ Qi

leads to the optimal performance when searching for Qi.

Rationale. Since there are O objects scattered uniformly
amongR regions, then each region contains O

R objects. Each
attribute in Si is also contained in Qi, meaning that the
search defines values for all coordinates of Si. Consequently,
the set of coordinates results in a point in the subspace,
which is contained in a single region. Thus the search only
contacts one region, whose server processes O

R objects.

Observation 3. For any subspace Si ∈ S and search query
Qi, the expected number of contacted regions by Qi is:

CRexp(Qi) =
|Si|
√
R

|E|
such that: E = Si \ Qi (1)

Rationale. The set E represents all attributes present in
subspace Si but not defined by the partial search Qi. For
each of those undefined attributes, all the regions along that
dimension will be contacted. Generally, to ensure a total
number of regions R, each subspace dimension is split in
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|Si|
√
R partitions. As a result, the number of regions con-

tacted is the product of this number of partitions |E| times,
as that is the number of dimensions not defined by the query
— they can be seen as extra, or unnecessary for the query.

We can now estimate the cost of a given search. This is
proportional to the product of the number of regions con-
tacted (given by Equation (1)) by the number of objects in
each region. To obtain an absolute estimation of throughput
we consider a factor β, which is a constant cost associated
with processing a single item and dependant on the hardware
configuration of the evaluated system. Then, the expected
throughput of a search query Qi that uses some subspace Si
is obtained by:

T exp(Qi) =
1

cost(Qi)
, cost(Qi) =

|Si|
√
R

|E|
× OR × β (2)

We finally consider workloads where there may exist sev-
eral search queries Q, and each query Qi occurs with some
likelihood pi. Naturally, the sum of all probabilities adds to
1. We can then define the query set QS as composed by all
Qi. This way we can predict the throughput of the system
through the weighted combination of costs (Equation (2)):

T exp(Qs) =
1

|QS |∑
i=0

(cost(Qi)× pi)

(3)

3.2 Modelling Updates
From the description of updates provided in Section 2.3 we

predict a cost proportional to the length of the replication
chain involved in the operation.

Observation 4. The cost of an update is proportional to
the length of the chain replication involved in the operation,
i.e., length(Qi) = K(1 + |N |+ 2|M|).

Rationale. There is always a part of the chain proportional
to the product of the number of subspaces (|S|) and the
replication degree (K). It is also necessary to account for the
primary key subspace (not included in S). For instance, the
length of chain in Fig. 3a is (1 + |S|)×K = (1 + 2)× 3 = 9.
In the general case, we have to admit that attributes of
subspaces are modified, as shown in Fig. 3b. In this case
there are additional servers in the chain — the subspaces
that are modified lead to two sub-chains instead of just one.
Thus, we define S = N ∪M, where N = {∀Si∈S : Qi ∩Si =
∅} and M = {∀Si∈S : Qi ∩ Si 6= ∅}.

Yet, this approach considers that every server performs
a similar effort. To obtain a precise estimation, we must
carefully assess the amount of processing associated with
the update.

Observation 5. The cost of an update has to be weighted
by a corrective factor α.

Rationale. Indeed, there are differences in the processing
of an update Qi, according to whether it changes an at-
tribute mapped to a subspace, or not. Using the example in
Fig. 3b, a subspace that is not modified merely needs to up-
date the local copy of the object, using a local overwrite

operation. Conversely, a subspace that is modified creates
two sub-chains, where the old servers must locally invoke a
delete operation and the new servers must invoke a write
operation. In fact, we assessed that the overwrite opera-
tion is less expensive as this operation never causes the local
index to be re-balanced. Consequently, we introduce a cor-
rective factor α to account for this difference. This factor is
proportional to the number of subspaces that are modified,
i.e., |M|. Similarly to β, this factor α is dependant on the
hardware configuration and HyperDex implementation, and
must be estimated from a running system.

Our model considers a typical programming pattern ac-
cording to which an update is always preceded by a fetch op-
eration to obtain the object (by its primary key). This fetch
operation implies contacting an additional server. Finally,
we also consider a parameter Tmax to capture the maxi-
mum throughput achievable by the hardware deployment in
study. This parameter can be easily obtained with a sce-
nario where length(Qi) = 1, e.g. by modifying an object in
a simple hyperspace containing only the key subspace:

T exp(Qi) =
Tmax

1 +K(1 + |N |+ 2α|M|) (4)

3.3 Modelling Hybrid Workloads
When the workload contains diverse types of operations,

the achievable performance can be estimated with a linear
combination of the costs of each operation, weighted by its
likelihood probability (analogously to Equation (3)).

3.4 Discussion
The important aspects to retain about these models are

that the cost of the search operation is proportional to the
number of regions matched by the query, whereas the cost
of an update increases with the length of the chain involved
in the operation. This creates two conflicting forces: on one
hand, the number of different regions (and hence of different
servers) to query can be decreased by including additional
subspaces; conversely, the throughput of updates decreases
with an increase on the number of subspaces.

4. ASSESSING THE MODEL ACCURACY
In this section we assess the accuracy of our model to

predict the performance a given configuration and for a cer-
tain workload. We are interested in understanding: 1) the
accuracy of the model in correctly predicting the absolute
throughput of the system for each configuration; and 2) the
ability of the model to correctly rank the performance ob-
tained for each configuration. We note that our intent is to
maximize the performance, whichever it is, and hence the
most important ability is to correctly rank the configura-
tions so the system may use the best one. Predicting the
actual performance is not our focus, although we can also
do it as a side-effect of our analytical model.

To assess the previous questions about our model we used
a real data set about 140 thousand hotels in the USA. We
present the data set and our various workloads to exercise
HyperDex in Section 4.1. In Section 4.2 we describe our
deployment environment, and in Section 4.3 we discuss how
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to estimate the parameters to feed to our model, and the
impact of this estimation. Finally, in Section 4.4 we evaluate
the accuracy of our model.

4.1 Workload Characterization
Our data set contains information about 140 thousand

hotels in the USA. Each one is identified uniquely by an 8
byte key. However, as motivated earlier in the paper, most
users of such a data set will search for other, more mean-
ingful, attributes such as the location or the price range of
the hotel. For each hotel we have 44 such attributes: 11
strings, 15 booleans, 8 numbers and 10 enumerates. Exam-
ples of these range from data about the location and name
of the hotel, their characteristics (accepting pets, swimming
pools, etc.), to their price and reviews’ ratings. This data
set suits naturally our problem as typical booking websites
allow users to perform queries by numerous attributes such
as those presented. It is highly desirable to have a system
such as HyperDex that allows efficient indexing and search
along attributes other than the primary key of the storage.

To simulate an application using this data set, we devised
a series of workloads. On one hand we seek to exercise con-
trasting scenarios, those that favour the indexing abilities
of hyperspace hashing, as well as those that stress its chain
replication and duplication of data due to many subspaces.
On the other hand, we also desire to perform these queries
close to what would be deemed as a realistic workload.

As such, we created workloads A and B, which are quite
constrained and allow us to reason more carefully as to what
mechanisms of hyperspace hashing will be exercised more
thoroughly with each workload. These workloads are con-
trasting in the sense that they perform either very specific
searches, or very broad ones; as explained in Section 3.1, this
difference has a dramatic impact on the resulting configura-
tions. On top of this, we devised workload C with a large
mix of operations that resemble those typically performed
on hotel booking websites.

The detailed profile of our workloads is shown in Table 1.
We further describe these workloads in the following:

Updates: The update operations are common to all work-
loads. The two attributes that are most likely to be updated
more often (namely price and ratings), which are neither the
most frequent nor the least frequently searched for, may be
written with equal probability by an update operation. This
simplifies the understanding of the workloads and allows us
to create more complex scenarios on the searches, which are
the main driving force of the complexities underlying the
challenges addressed in this paper.

Workload A: This workload simulates scenarios where
users frequently perform very specific searches. The searches
are composed by 4 different classes of searches, with increas-
ing probability of having an added number of attributes
specified. As such, the most popular search queries are those
with numerous attributes, which allow to specify subspaces
with a low dimensionality and have most searches fully spec-
ified.

Workload B: Simulates situations where users most fre-
quently perform very broad searches. As such, the search
operations are composed by the same 4 classes of workload
A, but with the inverse order of likelihoods, such that the
query with a single attribute is the most common one.

Table 1. Profile of operations according to the
workload. Note that the update operations are

common to all workloads. The frequency of each
operation is calculated among the operations of

each type, i.e., all searches amount to 100% within
the workload.

Operation Details
Workload Freq(%) Type Attributes

All
50 U 〈 price 〉
50 U 〈 ratings 〉

A

6 S 〈 locality 〉
13 S 〈 region, price 〉
26 S 〈 locality, ratings, price 〉
55 S 〈 locality, price, pets, pool 〉

B

55 S 〈 locality 〉
26 S 〈 region, price 〉
13 S 〈 locality, ratings, price 〉
6 S 〈 locality, price, pets, pool 〉

C

20 S 〈 locality, price 〉
20 S 〈 locality, ratings 〉
20 S 〈 locality, price, ratings 〉
10 S 〈 postcode, price 〉
10 S 〈 postcode, ratings 〉
10 S 〈 postcode, price, ratings 〉
2 S 〈 locality, stars, ratings 〉
2 S 〈 locality, stars, price 〉
1 S 〈 locality, price, category 〉
1 S 〈 locality, ratings, category〉
1 S 〈 postcode, stars, ratings 〉
1 S 〈 postcode, stars, price 〉
1 S 〈 region, price 〉
1 S 〈 region, ratings 〉

Workload C: In this workload we seek to build a more
challenging pattern of utilization. This is obtained by craft-
ing a larger set of search operations with a reasonable com-
bination of attributes commonly used to search for hotels
in booking websites. Naturally, the large combination of
attributes and their heterogeneous frequency makes it ex-
tremely hard to even predict coarsely what kind of strategy
is most adequate for this workload. Therefore its purpose
is to complement workloads A and B, which were devised
purposely to exercise contrasting driving forces, and which
in this workload are mixed in a non-trivial way.

Finally, we consider 3 patterns of utilization of each work-
load, that lead to variants of each one: read-heavy (RH),
with 90% searches and 10% updates; a balanced configura-
tion (BAL) with 50% updates and other 50% searches; and
a write-heavy (WH) variant with 90% updates and the rest
for searches.

4.2 Experimental Setup
For all our hardware deployments we used 9 virtual ma-

chines running on top of OpenStack, a widely used open-
source virtualization infrastructure that relies on the Xen
hypervisor. Each actual underlying machine is equipped
with two 2.13 GHz Quad-Core Intel(R) Xeon(R) E5506 pro-
cessors and 40GB RAM, running Linux 2.6.32-33-server and
interconnected via a private Gigabit ethernet. Each virtual
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machine was mapped to a different machine in the same
cluster and used all 8 cores and up to 16GB of RAM.

HyperDex requires a coordinator service that is responsi-
ble for providing a centralized consistent view of the cluster
members at any time. For that, we used one dedicated ma-
chine, whereas the other 8 servers executed the HyperDex
daemon that serves requests. We followed the same testing
environment of the authors of HyperDex [15] by deploying
1 client process in each of the 8 servers, with each client ex-
ecuting 32 threads issuing requests without think time (but
blocking until the full answer was received from the server).

4.3 Parameter Estimation
Recall that our model includes three parameters that de-

pend on the hardware configuration. Once estimated, these
can be used in our model, independently of the workload to
be assessed.

We now assess the impact of possible errors in estimat-
ing these parameters on the final accuracy of our predictive
model. For this, we describe our approach by using the
example of the α parameter required for estimating the per-
formance of update operations; analogously conclusions can
be similarly derived using an equivalent procedure for the
other parameters.

We propose to use simple scenarios to experimentally as-
sess these hardware-dependent parameters. For α, this can
be assessed with a micro-application configured with differ-
ent (yet simple) subspaces, and a workload that repeatedly
invokes updates. These workloads can be synthetically cre-
ated in development time and executed on the target hard-
ware deployment. Then, this data can be used to estimate
α via a re-organization of Equation (4) as follows:

α =
Tmax − Treal − |N |KTmax

2|M|KTreal
(5)

As an example, we used 24 such simple executions to de-
rive α in our environment. These ran for 2 minutes each,
and represent 8 simple cases varying 3 different replication
degrees (the value of K).
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Figure 5. Comparison of estimation vs measured
throughput for varying configurations in simple

workloads.

Naturally, this simplicity has an effect on the final er-
ror when applying our predictive model to complex work-
loads. Among our micro-benchmarks the value of α that
minimized the error in those tests was 2.3. However, this
value may not be optimal and lead to error in predicting
real workloads. We looked into this by running our predic-
tion against the variants for workloads A and B with varying
values for α. In Fig. 4 we show the final error from our pre-
diction to the actual measured throughput according to the
α used, and highlight the value we estimated from the micro-
benchmarks, as well as the optimal value that would have
been ideal to these actual workloads. In fact, our estimation
for α is not the best one, but the impact is only of 6.5% in
the error. As we shall also see in our evaluation, our gross
(and easy to deploy) technique for estimating the hardware-
dependent parameters of the model have a reduced impact
in the final goal of our work.

4.4 Accuracy of the Model
To assess the accuracy of the proposed model, we shall

first run a series of simple workloads that request either
search or updates alone while using different configurations.
We then assess further our accuracy by considering more
realistic workloads such as those presented in Section 4.1
where many different operations are issued concurrently and
with different probabilities.

In Fig. 5 we show the comparison of the model’s esti-
mated throughput against actual measurements. For com-
pleteness, we refer to a longer report [20] that includes the
extensive details of combinations of subspace configurations
and query-sets that were tested; the idea was to try to iso-
late different parts of our model, and hence we strived for
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Figure 6. Accuracy of our predictive model for workloads A, B and C (and their variants).

simplicity in the creation of these scenarios — we opted for
creating many of them instead, and delegating the assess-
ment of complex/more realistic scenarios to the experimen-
tal evaluation presented next.

In this case, we independently assessed the accuracy of
our search and updates modelling respectively in Fig. 5b
and Fig. 5a. For the updates, we additionally varied the
replication degree for fault tolerance (K) because this has an
impact in the performance of the system even when noth-
ing else changes — this is visible in Fig. 5a as performance
gradually decreases as K increases. This, however, has no
impact in search operations, for which reason we omit eval-
uating the impact of variations of this parameter, and show
instead a broader range of scenarios in Fig. 5b.

Overall, we can see that our model is able to correctly esti-
mate the throughput for all scenarios, and independently of
the operation type. In particular, for search operations, we
obtain an average absolute estimation error of 5.28% and a
standard deviation for the error of 3%. These results attest
the accuracy of the linear combination of costs for the search
queries employed in Equation (3), as well as the modelling
of searches alone. Furthermore, performance of updates op-
erations was modelled with an average error of 4.9% and a
standard deviation of 2.9%.

Finally, we also tested with workloads A, B and C, which
are representative of more complex scenarios. For this, we
used a sample of all possible configurations given the at-
tributes that are queried and modified. This sample was
obtained by ordering all possible configurations according to
throughput estimation of our model, selecting the 5 top con-
figurations, and selecting 5 other configurations randomly
from the remaining ones. This gives us 10 possible configu-
rations for each workload and respective variant. As we have
9 workloads/variants, we are testing a total of 90 scenarios.

In Fig. 6a, we show the estimated throughput against the
measured throughput for the sampled configurations and for
workloads A and B. Ideally, if the throughputs were all es-
timated perfectly, all points in the graph would be placed
on the diagonal line. Therefore, these results show that our
system predicts the performance quite accurately, given that
the average error is only 9% with a standard deviation of 7%.

In Fig. 6b we show instead the accuracy of our model
for the more complex workload C. Given the higher unpre-
dictability of this workload, our predictive model is expected
to be slightly more challenged than for workloads A and
B. In fact, the overall average error for all variants of this
workload is 17% with a standard deviation of 12%, less than
double than that of the simpler workloads. This is an inter-
estingly low error given the high complexity of the workload.
We may also observe in 6b that most of this error takes place
in the read-heavy variant, which is the most unpredictable
variant given that it contains the most diverse set of queries.

5. AUTO-CONFIGURING HYPERDEX
In this section we use the predictive model to estimate

the best configuration for the given workload. The objec-
tive is to obtain the best performing configuration of hy-
perspace hashing according to the current workload and to
self-configure without the intervention of the programmer
or the application administrator. Not only is this a cumber-
some task; with complex/realistic workloads such as those
evaluated here, the spectrum of possible configurations can
grow so large that it is simply infeasible to reason on or
empirically test the whole set of alternative configurations.

We begin by presenting, in Section 5.1, a self-tuning archi-
tecture that takes advantage of our predictive model, previ-
ously presented and assessed in this paper. We then describe
different oracles, in Section 5.2 that we compare in our eval-
uation in Section 5.3.

5.1 Architecture of the system
Our architecture for automatic configuration is illustrated

in Fig. 7. We begin by intercepting the requests, which
clients perform to HyperDex, in order to log them in our
Profiler. The objective of this module is to collect enough
statistics over time to generate workload profiles representa-
tive of the current usage of the HyperDex deployment. The
Profiler runs on each server and monitors the system to gen-
erate a profile of operations Qi and their frequency pi. The
several individual profiles are then aggregated to build the
global profile of the workload.
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Figure 7. Architecture of the system to automatically configure HyperDex based on our predictive model.

We then have three main components, whose interactions
we describe below:

• The Query Analyser receives the workload profiles that
were logged by the Profiler and computes a set of at-
tributes for the underlying data set. With that infor-
mation, it generates their power set, and then performs
combinations of these to obtain all possible sets of con-
figurations of subspaces for HyperDex. To allow the
system to adapt to changes in the workload profile,
the Query Analyser runs periodically, building a new
profile for every period.

• The Predictive Model consists of our equations that es-
timate the throughput of the system. For this, we need
to feed the equations with some parameters that were
previously estimated for the hardware deployment in
particular. As a result, we can query the model for
each possible configuration and obtain its estimation.
Therefore this produces a ranking for the configura-
tions according to their estimation.

• Finally, the Configurator is in charge of applying the
changes to HyperDex. This involves changing the hy-
perspace configuration according to the best configu-
ration derived by the ranking.

In short, our algorithm works in three phases, which are
described in the following. The first phase generates all pos-
sible combinations of subspaces based on the set of attributes
that was provided by the profiler. In the second phase the
throughput of each of the considered configurations is esti-
mated using the model we provided in this paper. Finally,
in the last phase all the configurations performing similarly
(within a user tunable threshold) are clustered, and ordered
in decreasing order of performance. Finally, the most effi-
cient configuration is picked and deployed into the system.

5.2 Oracles
Oracle Based on Heuristics: We consider the following

heuristics:

• no-subspace is similar to a common key-value store,
and provides just a baseline configuration, used for
comparison. As such search operations are very in-
efficient because they need to span all machines of the
cluster (if we exclude the replication degree for fault
tolerance).

• hyperspace heuristic parses the workload profile and
collects all attributes that are currently accessed; it
then proposes a configuration that uses all those at-
tributes.

• subspaces-all in which a subspace is configured with
one dimension for each attribute found in the searches
of the workload.

• dominant heuristic parses the workload profile and
picks the most commonly searched attribute; it then
proposes a single subspace with that attribute.

Oracle Based on the Analytical Model: This Or-
acle uses the predictive analytical model described in Sec-
tion 3 to determine the best configuration for the workload.
For that, it generates all possible configurations, queries the
model for each of them, and ranks them according to the es-
timated performance. It then selects the configuration which
is ranked highest for that workload. This oracle is labelled
as “automatic” in the plots.

5.3 Evaluation
We now first compare, in Section 5.4, the performance

of HyperDex when configured via the different Oracles pre-
sented. Then, in Section 5.5, we evaluate how often our au-
tomatic approach actually finds the optimal configuration.

5.4 Comparison between Oracles
We first compare the performance of the different Oracles

in Fig. 8. There, we show the three different workloads
presented in Section 4.1, and the corresponding performance
when using each oracle for all the variants of the workloads.

In every case we highlight that our automatic configu-
ration results in the best performance. The difference in
performance, when comparing with the heuristics, is up to
one to two orders of magnitude. Nevertheless, the heuris-
tic oracles should not be neglected: even the approach with
dominant, for instance, is on average 5× better than no-
subspace. Still, there is a large room for improvement to
explore, as our approach unveils.

If we look at the hyperspace heuristic, instead, it explores
the fact that the workloads are highly varied and achieve
2.4× higher throughput than dominant. However, we can
see that it is subspaces-all that fares best among the heuris-
tics. This happens because it creates many subspaces, which
increases the likelihood that every search operation will have
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Figure 8. Performance of the different oracles in
various workloads.
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Figure 9. Performance of the oracles in a very
write-intensive workload.

Table 2. Difference between estimated and real
ranking.

workload τ coef avg τ dist max τ dist

A-RH 0.83 0.012 0.112
A-BAL 0.94 0.002 0.017
A-WH 0.88 0.017 0.139
B-RH 0.72 0.016 0.105

B-BAL 0.94 0.001 0.012
B-WH 0.88 0.008 0.049
C-RH 0.37 0.226 0.460

C-BAL 0.91 0.012 0.115
C-WH 0.75 0.001 0.012

a very efficient way to be performed. Still, we can see that
our system can achieve gains up to 31% over that heuristic.

The main disadvantage of subspaces-all is that it also du-
plicates a lot of data, which may be infeasible to have, de-
pending on our hardware deployment. Still, even if we can
allow that, this has a downside for the performance of up-
dates. To highlight this, we show in Fig. 9 a workload with
99% update operations. In that case, we can see that our
approach is 40% better than subspaces-all, which is even sur-
passed by the hyperspace approach because the latter cre-
ates only one subspace, which favors updates as these need
to possibly change every subspace that exists.

Overall we believe that identifying and quantifying the
performance of the oracles is in itself a relevant contribution.
Still, if one wants to predict performance in absolute terms,
for instance to calculate whether service level agreements
will be fulfilled, our system can provide that information
quite accurately as shown previously.

5.5 Finding the Optimal Configuration
Finally, we have conducted further benchmarking to as-

sess the ranking function implemented by the oracle based
on the analytical model. This is important to understand
whether our algorithm is actually trying to estimate the per-
formance of the best configurations. In other words, is our
automatic approach considering and correctly predicting the
performance for the optimal configuration?

To answer this question, we present Table 2 where we
capture the difference between the ranking of configurations
estimated by our model and the ranking that results from
executing each configurations in a real system. To measure
this difference we use a standard metric relying on Kendall’s
τ coefficient [18], which expresses the agreement between
two rankings. This coefficient varies in the interval [0, 1]
where the accuracy is better when closer to 1. The results
in Table 2 indicate that there is a high correlation between
the rankings predicted by our system and the real rankings,
since most results are above 0.70.

Kendall’s τ coefficient is not expressive enough to capture
a subtlety of the rankings produced by our system. In fact,
while our system may render a ranking different from that
of the real measurements, this is typically caused by the
predicted values being close to each other. This means that
in practice, the effect of choosing one option over the other is
very limited. To better express this measurement, we have
also counted the number of pairs of elements which have

APPLIED COMPUTING REVIEW  JUN. 2014,  VOL. 14,  NO. 2 31



a different relative ordering in the two rankings, and then
multiply Kendall’s τ coefficient by the relative difference in
throughput between the two elements. We represent this
adjusted distance by τ , where it is better to be close to 0
(i.e., the ranking was correctly predicted, or if not, the errors
do not affect the throughput).

As we can see in Table 2, most ranks have a distance
of 0; among the 60 classified configurations for workloads
A and B, only 4 have τ over 2%; and none is above 14%.
Thus, although our model is not perfect in estimating ab-
solute throughputs, the errors do not significantly affect the
accuracy of the system.

As mentioned in Section 4, for the read-heavy variant of
workload C, our model cannot accurately predict the through-
put of some configurations, which explains the poor ordering
reflected in Table 2. Finally, we highlight that the automatic
oracle was able to correctly identify the optimal configura-
tion in 8 of the 9 workloads in Fig. 8 — to assess this, we
had to manually analyze the possible configurations for each
workload. In fact, for workload B, the case where the auto-
matic choice was suboptimal (B-RH), the selected configu-
ration was the second best, and it only yielded a loss of 6%
when compared with a perfect prediction.

6. RELATED WORK
Key-Value stores [5, 10, 19] provide highly scalable and

performing alternatives to classic relational DBMS [5]. To
achieve this, they are typically based on consistent hash-
ing [17]. To provide richer semantics than simple operations
based on the key of the object, traditional approaches either
flood the network with queries [6], or insert the object multi-
ple times in the system, one for each attribute (or keyword)
of the object [22, 4]. Both strategies are particularly ineffi-
cient due to the redundancy involved. To reduce the num-
ber of servers contacted, other approaches make use of space
filling curves [23]. Unlike hyperspace hashing,[15], these ap-
proaches do not scale with the number of dimensions: the
curve becomes increasingly meaningless (hence preserving
less and less locality), the more attributes the space has.
Hyperspace hashing, on the other hand, avoids this problem
by creating multiple subspaces, which, as we argue on this
paper, must be configured correctly to be taken advantage
of.

Other related approaches [9, 21, 30] aim at maximizing
efficiency of distributed data stores by relying on autonomic
techniques to enhance data locality and load balancing. To
this end, these approaches transparently perform a detailed
characterization of the data access patterns generated by ap-
plications, and accordingly derive optimized data placement
strategies in an automatic fashion. These techniques assume
that the underlying data store adopts a mono-dimensional
hash-based data distribution function [17], and therefore
cannot be straightforwardly applied to hyperspace hashing.
On the other hand, since hyperspace hashing, just like con-
sistent hashing, distributes data across nodes in a random
way, the resulting placement may be suboptimal given the
locality patterns exhibited by applications. We argue that
extending these techniques to operate in synergy with hy-
perspace hashing would be an interesting research avenue,
which might lead to further improve efficiency of hyperspace
hashing.

Alternative approaches to support efficient queries over
secondary attributes in distributed key-value stores rely on
scalable solutions to build and update indexes that are dis-
tributed over a large set of machines. Unlike hyperspace
hashing, these techniques do not determine the placement
of replicas of data using multidimensional hashing schemes.
Conversely, these solutions assume that the placement of
data is governed by an orthogonal placement policy (e.g.,
consistent hashing) and build indexes over secondary at-
tributes using distributed tree-like data structures [2, 28, 25,
14]. Despite being designed to maximize efficiency and scal-
ability, also these approaches clearly incur costs to maintain
and query distributed indexes, which vary also depending
on the consistency semantics that they ensure (ranging from
eventual consistency [10] to classic 1-copy serializability [3]
and including intermediate consistency semantics [1]). Prob-
ably due to the recency of these mechanisms, to the best of
our knowledge, no performance models for these distributed
indexing solutions have appeared in the literature, yet.

On the other hand, the idea of generating a predictive
model of the performance a key-value store in order to decide
on its best configuration is not a new one. Works such as [26,
8, 13] apply this concept to control elastic scaling to adapt
to dynamic workloads while avoiding manual configuration.
In fact, similarly to our solution, the work by Cruz et al. [8]
also considers how the data partitioning by nodes affects
the throughput of the system. All these works are however
directed at auto-configuring elastic scaling on “traditional”
key-value stores, whereas ours is aimed at configuring the
dimensions on a multi-dimensional one.

Finally, our work is also related to the vast literature in
the area of performance modelling of (distributed) database
systems, which include a large number of approaches based
on queuing theory [31, 7, 11], and, more recently, on black-
box machine learning methodologies [24, 29, 12].

7. CONCLUSIONS AND FUTURE WORK
In this work we address the problem of how to effectively

configuring a recently proposed technique for indexing data
in distributed NoSQL data stores, namely hyperspace hash-
ing. Subtle changes in the configuration process were shown
to lead to drastic performance losses, motivating the need
to automate the process. For that, we claim that using a
predictive model provides accurate enough results to allow
us to obtain the optimal configuration for a given workload.
We have shown that this approach can predict the system
throughput with an average accuracy of 92%. In addition to
that, we compared it with several (mostly static) heuristics.
Our solution yielded improvements of up to two orders of
magnitude in the throughput of the system, without requir-
ing any administrator intervention.

Since our model for search queries relies only on the num-
ber of regions matched, it is applicable to all multi-dimen-
sional key-value stores based on partitioning spaces com-
posed by several attributes, in particular those based on
space-filling curves [23]. On the other hand, predicting the
throughput of update operations is tied with the existence of
value-dependent chaining and subspaces, concepts that are
currently only used on HyperDex, but that we expect to see
in many future multi-dimensional key-value stores.

As future work, we intend to improve the accuracy of our
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throughput estimations by employing more complex tech-
niques such as queue theory to model the effect of concurrent
operations in the servers. In order to improve the run-time
costs of our system, we also intend to include mechanisms to
select configurations based on the cost-benefit ratio between
predicted performance and the cost of reconfiguration.
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ABSTRACT
The widespread of small unmanned aerial vehicles (UAVs)
offers more opportunities for collaborative UAV swarm to
optimise missions. The common application for UAV swarms
are surveillance, path planning, airborne, and relay net-
works. Cooperative applications make use of the UAVs’
locations to make decisions. However, the question of vul-
nerability to security must be considered when the system
infers that there are benefits and rights based on the UAV’s
location. There is a risk that an attacker can cheat the sys-
tem by claiming a false or inaccurate location to gain access
to restricted resources or be engaged in malicious activities
without detection. This makes the system be very sensitive
and dependent on the trust of the node’s geo-temporal infor-
mation in a swarm. In this paper, we propose an architec-
ture that uses a UAV wireless card to measure the distance
between a UAV, called a prover node, and the set of veri-
fier nodes closest to it. The architecture core is based on
a multilateration algorithm, which is employed to estimate
the prover’s position. In a previous study, we applied image
processing from a UAV payload stereo camera to measure
the distances between the nodes. In this paper, we have ex-
tended the study to securing positioning in a UAV swarm
by applying the fundamental principles of beaconing-based
communication to calculate the distance between the nodes
on the basis of the received signal strength indicator (RSSI).
The simulation results showed that the correct position de-
termined by RSSI was better than the image processing from
stereo cameras. The degree of accuracy achieved from RSSI
was greater than 99.6% in distances of up to 165 m, while
a similar degree of accuracy was limited up to 100 m of the
distance, when a high-definition stereo camera was used1.

Categories and Subject Descriptors
C.2.1 [Computer-Communication Networks]:
Network Architecture and Design|Wireless Communication

General Terms
Secure Positioning, Algorithms

Keywords
Cooperation, autonomous robots, air/ground systems, wire-
less network
1Copyright is held by the authors. This work is
based on an earlier work: SAC’14 Proceedings of
the 2014 ACM Symposium on Applied Comput-
ing, Copyright 2014 ACM 978-1-4503-2469-4/14/03.
http://dx.doi.org/10.1145/2554850.2555002.

1. INTRODUCTION
Unmanned Aerial Vehicle (UAV) for military purposes are

usually equipped with powerful cameras, long-range wire-
less communication devices, precise global positioning sys-
tems (GPS), sensors to avoid collisions, and systems to avoid
radar detection. However, in a civil application domain, as
well as restrictions in the weight of the payload, power and
autonomy, a small UAV has a limited wireless communica-
tion range, owing to its radio-frequency coverage area, e.g.
this is caused by the fact that it adopts off-the-shelf WiFi
network cards, and experiences a lack of accuracy in posi-
tioning due to the error amplitude that is common in GPS
civil channels.

Although there are limitations in the use of small UAVs,
some research studies have recommended the use of applica-
tions based on a swarm of UAVs and cooperation between
aircraft, particularly when conducting search missions [12]
and surveillance [4]. Moreover, regardless of the way UAVs
are categorized, UAVs in a swarm are applied in ad-hoc
routing for aircraft networks [9] [6] and wireless mesh net-
works [10]. All these applications require reliable informa-
tion about the geographic position of the UAV in the swarm.

In this study, we address the problem of a malicious UAV
that successfully attacks by giving a false geographic posi-
tion to deceive other UAVs in the swarm. A malicious UAV
can obtain access to a network, and appropriate confiden-
tial data or resources in a way that would not be possible
without a successful attack. For example, by exploiting the
vulnerability of protocols that are based on geographic rout-
ing, an attacker is able to mislead its neighbours by adopting
a spoof position and thus alter the network routing tables,
apply denial-of-service (DoS) or redirect traffic so that it can
capture or inject adulterated packets.

Moreover, in search missions an attacker can transmit the
incorrect positioning of a found target. As a result, it is able
to give the incorrect position of the target and thus mislead
the remaining aircraft in the swarm. Another problem is
that a UAV may be corrupted after flight formation, for ex-
ample, by programming failures or there may be a virus in-
stalled in the UAV during the development of the software
used in the operations or the aircraft’s mission. Further-
more, there is the possibility of an external attack, since
the GPS signal can be easily forged [2]. This type of at-
tack cannot be avoided by simply by relying on strategies
of integrity, confidentiality and authenticity provided by the
cryptographic network protocols and public key infrastruc-
ture (PKI), as is the case in secure mobile networks [5].
In this situation, the ability to have trust in the dissemi-
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nated information (i.e. the legitimate position of the UAV)
is critical. Thus, the application is sensitive to the node’s
geo-temporal information in the swarm.

In the last few years, wireless communication technol-
ogy has been adapted to local area networks (WLAN) with
WiFi. Recently, IEEE 802.11 p has been widely studied and
developed for applications in vehicular communication net-
works. It is reasonable to assume that it is possible to apply
WLAN technology in flight mobile networks and a beaconing
technique in non-infrastructured communications. In addi-
tion, 3G/4G technologies can be used to extend the coverage
area of the aircraft networks by supplementing WiFi. On the
other hand, the 3G/4G cellular network is subject to restric-
tions caused by low bandwidth and high costs, which means
that determining the positioning of the nodes is based on a
limited exchange of information.

In this paper, we propose an architecture for determin-
ing the node positions of a UAV in a swarm, which consists
of small UAVs, particularly, drones (quadcopters and hex-
acopters) [3]. By extending our previous work [14], where
an architecture was described that was solely based on im-
age processing from a UAV on-board stereo camera, the ar-
chitecture we propose here is based on a mechanism that
employs a the node distance that is calculated by means of
beaconing-based technologies. Beaconing consists of a single
hop message which is periodically propagated and broadcast
by means of a beacon data frame. The beacon message may
contain arbitrary content of up to 512 bytes in length. Thus,
with the aid of the received signal strength indicator (RSSI)
values of the received beacons, the UAV’s position can be
determined by a set of at least four distance measurements
obtained for each UAV that is cooperating in a swarm.

The main areas investigated in this study are i) check-
ing of the position of nodes in the UAV flight formation;
and ii) the feasibility of using RSSI from beaconing-based
communications to check the geographic position. The sim-
ulation results show that a correct verification depends on
the accuracy of the measured distance. In addition, the bea-
coning approach provides the following advantages: a) it is
better than image processing method from stereo cameras
[14], since accuracy for a higher position can be ensured over
greater distances; b) it is simpler than a method that mea-
sures the round trip time (RTT) of a packet (time-of-flight)
[2], since this requires precision at a scale based on the speed
of light, and therefore, errors of milliseconds can result in in-
accuracy of a hundred meters in the node position.

The remainder of the paper is structured as follows. The
next section describes the scenario and the formulates the
problem. Section 3 provides details of the architecture of
the proposed system. The details of the simulation and its
results are discussed in Section 4. We conduct a discussion
on security issues in Section 5. Finally, our conclusions are
summarised in Section 6.

2. THE SCENARIO AND FORMULATION
OF THE PROBLEM

A scenario is examined where a UAV swarm consists of at
least five drones. The UAV communicates securely by using
symmetric and asymmetric cryptography network protocols.
An authority, A, manages the cryptographic keys through a
secure channel over a 3G/4G network. Moreover, A runs the

algorithm multilateration verification (MV) [1] to check the
position of the drone. The UAV that has to prove its position
to A is called P , and witness neighbours are verifiers V . The
MV algorithm makes use of information received from the
set of V to determine the actual position of P .

We consider that communication between the UAVs is
supported with IEEE 802.11 cards, which operate in 5.8 GHz
which is suitable for vehicular communications. The nodes
are able to send messages and data that are encapsulated
within beacons, with ciphered content [8] [7]. If necessary,
the authority A sends a request to a verifier V to move its
position so that it can obtain a better image or to improve
the quality of RSSI.

The problem can be defined as follows:

Definition: Let V = {v1, . . . , vi} be the set of verifiers at
a positionQvi = {xi, yi, zi}, such that |V | > 3. P is the node
that needs to prove its position Qp = {xp, yp, zp}. The set
of distances between V and P is defined by D = {d1, ..., di},
which is obtained by means of the function K(Qvi , P ) calcu-
lated by V with a deterministic error εi. A is the authority
which makes use of algorithm MV ← {V, P,K} to deter-
mine the position Q′p = {x′p, y′p, z′p}. φ is the difference
between the positions |Qp − Q′p|, and δ is the limit in the
tolerable difference by A. The position of P is accepted if
φ < ε and rejected if φ > ε, but if δ < φ < ε, P is uncertain.

Hypothesis: ∀ Qp can be verified by A using MV in a
swarm with |V | > 3.

3. SECURE POSITIONING ARCHITECTU-
RE

The system architecture envisaged consists of the author-
ity A and the UAV swarm, as illustrated in Figure 1.

v1

P v2

v3

v4c

beaconing

3G/4G connection

secure channel
authority

Base Station UAV swarm

Figure 1. Architecture with authority A and the
UAV swarm. Communication is provided by an
ordinary infrastructure, a cellular network, and

WiFi.

3.1 Network infrastructure and security pro-
tocol

An ordinary network infrastructure is considered that is
based on a base station (BS) on the ground, which runs the
authority A, and a UAV swarm with V and P nodes, as illus-
trated in Figure 1. The UAV swarm control is centralized
in B, and the position verification messages are transmit-
ted through the communication channel 3G/4G. The cellu-

APPLIED COMPUTING REVIEW  JUN. 2014,  VOL. 14,  NO. 2 37



lar networks provide a large coverage area without requiring
the deployment of an additional network infrastructure. The
communication between UAVs is supported by WiFi cards
and a TCP/IP protocol stack, which provides the legacy
TCP with reliable services on the Internet. The protocol
messages are transmitted over a secure channel, as described
below.

3.1.1 Messaging Protocol
The protocol allows timestamp-based synchronization, and

hence V and P synchronize their clocks with BS by the GPS
time. Since GPS and a communication channel 3G/4G are
used, we assume that the synchronization is performed with
an accuracy within one second.

To BS verify P , we propose four types of messages, as
shown in Figure 2. RQ is the position request message,
which BS sends to P to request the next position Qp for
the next timestamp, T . P returns a response message, RP ,
which contains Qp and T . Based on Qp, BS chooses the
set of verifiers V closest to P and sends the message RQV
to the verifiers. Since V nodes receive RQV , they make
the measurements at a distance d. Each V returns the pair
d and T to BS, which then employs the MV algorithm to
check the positions received.

Type Timestamp T

Type Timestamp T P

Type Timestamp T

Type Timestamp T

P

Byte 0 1 5 9 13

d

21

RQ:

RP:

RPV:

RQV:

Figure 2. Messages exchanged during the
verification.

3.1.2 Secure communication channel
A public key infrastructure (PKI) ensures the require-

ments are provided for network security. The secure channel
between UAV and BS is provided by RSA asymmetric en-
cryption protocol, as illustrated in Figure 3. Each V and P
has an RSA key pair: K+ (public) and K− (private). The
node exports its public key in a X509 certificate, which is
signed by the authority A. The distribution of certificates,
however, is beyond the scope of this study.

)}),(||{,(:1 RQKERQKE
AP




)}),(||{,(:2 RPKERPKE
PA




)}),(||{,(:3 RQVKERQVKE
AV




)}),(||{,(:4 RPVKERPVKE
VA




Verifier (V)Prover (P)
Base 

Station (A)

Figure 3. Secure communication between the
authority and the UAV swarm.

The timestamp T carried by the message is a NONCE
(a number once used) to avoid replay attacks. The sender

signs the message with its private key, K−s , ensuring its au-
thenticity, which can be verified by the receiver by using the
sender’s public key, K+

s , extracted from the sender’s cer-
tificate. The messages are sent confidentially because the
sender encrypts the message with the receiver’s public key,
K+

r .

3.2 Algorithm for verifying positions
Multilateration verification (MV) is a technique to deter-

mine the position of P from a set of reference points from V ,
their positions are established by the distances d measured
between V and P . Thus, the position of P in three dimen-
sions (latitude, longitude, and altitude) can be calculated by
means of four nodes V [1].

MV consists of determining the measurements, d, from at
least four reference points V and of performing the multi-
lateration calculations. The purpose of the MV algorithm
is illustrated in Figure 4. P can be located inside triangles
formed by the verifiers. If P moves to a different position
in the triangle, the distance is reduced from at least one of
the vertices of the triangle. The same feature occurs if P
increases its distance from the nodes V . To check in 3D,
at least one node V must be located at a different altitude
from the other three.

a
lt
it

u
d
e

longitu
de

latitude

z

d1

V1

V2

V3

V4

d4

d3

d2

P

y

x

Figure 4. Multilateration in 3D with four verifiers.

The original MV relies on distance and was proposed to
check the position of the sensor networks by [1]. In this
study, the MV was adjusted to consider the error ε of the
measurement of distance and also a tolerance δ, adopted
by [2],in the set of measures. The different stages of MV
are executed by the set of verifiers and the authority, as
described in Algorithm 1. In the first stage, the verifiers
obtain the set of distances D between V and P , by using
K(Qvi , P ). The distances are calculated and reported to
the authority A. In the second stage, A computes distances
d′i from the known positions Qvi and the position claimed
by Qp. A compares di ∈ D with d′i, for each verifier in V ,
by taking account of the error ε and the tolerance δ.

Figure 5 illustrates three nodes V by checking the position
of a node P . The three possible regions for P are: A, where
the position is accepted; R, where the position is rejected;
and U, where the position is uncertain.
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Algorithm 1 Multilateration Verification (MV).

1: for ∀ vi ∈ V do
2: D ← K(Qvi , P )
3: end for
4: A ← 0
5: U ← 0
6: for ∀ vi ∈ V do
7: if Qvi ∈ M then
8: d′i ←

√
(xi − xp)2 + (yi − yp)2 + (zi − zp)2

9: ϕi ← | di - d′i |
10: if ϕi > εi then
11: R \ ∗Reject ∗ \
12: else if ϕi < δ then
13: A ← A + 1
14: else if δ < ϕi < εi then
15: U ← U + 1
16: end if
17: end if
18: end for
19: if A = N then
20: A \ ∗Accept ∗ \
21: else
22: U \ ∗Uncertain ∗ \
23: end if

d1

d3

d2

v3

v1

v2

P

U region

A region

R region



3


1


2


Figure 5. Diagram of the regions of acceptance,
rejection or uncertainty of the position, taking

account of the error ε and tolerance δ.

The MV algorithm provides for this, if at least a d′i is in
the region R, A rejects Qp. If all the d′i are in region A, A
accepts Qp; otherwise all the d′i are in region U, A assumes
that Qp is uncertain.

3.3 Decision-making process
The diagram in Figure 6 illustrates the main procedures

for the decision with regard to P . As soon as A detect
suspicious activity from a UAV, the authority sends a RQ
message to the suspect UAV (P ) and waits for the reply mes-
sage RP . Once the RP message is received by the authority,
A checks the signature of the message. If the signature is
not authentic, the authority rejects P and assumes that the
node is not a trustworthy UAV. Otherwise, the authority
chooses at least four verifiers - those that are closest to P ’s

position and sends them messages RQV . After receiving
the response messages RPV from the verifiers, the author-
ity authenticates each received response. If the verifiers are
not authentic, the authority chooses the other verifiers that
are closest and automatically assumes that unauthenticated
verifiers are untrustworthy nodes. Otherwise, A continues
the decision process by using the algorithm MV to determine
how many verifiers it can accept or reject, or are uncertain
with respect to P .

Choose N 

verifiers

Send RQ to

Suspicious Node
Authentic(RP)

Send RQV

to Verifiers

Authentic(RPV)

MV A = N

Suspicious node

Received 

RP Reject

Accept

Received RPVi...RPVn

Vi...Vn

di...dn and P

 A, R, U

yes

no

yes

no

yes

no

P

R = 0Uncertain
yes

no

Figure 6. Decision-making process of the
authority A.

Following this, the P is classified into one of the following
categories:

• Honest: the system confirms the position of P , so that
it can be regarded as trustworthy node. To confirm the
location of P , all the verifiers V accept the position of
P ;

• Attacker: when P has announced a fake position,
A assumes that it is an attacker because at least one
verifier has rejected the position of P ;

• Uncertain: this occurs when most of the verifiers are
far from P . Thus, P cannot be properly verified be-
cause of the error in the distance measuring. A as-
sumes the position of P is uncertain if all the verifiers
are uncertain.

The decision-making is a key verification stage in the case
of ’uncertainty’. It can be assumed that in this case, A
can coordinate UAVs to approach P and thus reduce the U
region. Another way would be to attempt to optimize the
relationship between the number of verifiers, the maximum
distance and the number of acceptable uncertainties. This
optimization, however, is beyond the scope of this paper.

4. IMPLEMENTATION OF THE SIMULA-
TION

In previous studies [8] [7] [13], we have showed that it is
possible to make computations with RSSI values from mes-
sages encapsulated in beacons. However, we did not con-
duct study to argue that the same behaviour of the RSSI
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may or may not be directly applied in mobile networks with
UAV. Thus, in carrying out the simulation with RSSI, we
have chosen the traditional model of free-space for signal
propagation, which is used in traditional simulators, such as
NS (Network Simulator) and OMNeT++ (Objective Modu-
lar Network Testbed in C++).

Since a deterministic model has been employed with free-
space, there are no errors in the calculation of the distance
because the domain of the RSSI values is formed of real
numbers. However, in practice, the RSSI (in a scale of dBm
obtained from beacon in WiFi network) is defined by an
integer value, i.e. {−100 < RSSI < 0 | RSSI ∈ Z−}.
More specifically, in the case of the application code, this
value is obtained from a byte of unsigned char from the
preamble of the data frame, which is represented by the
one’s complement of the RSSI. Due to this limitation with
regard to the discrete values for RSSI, the calculation of the
distance includes an error in each RSSI observed value.

On the basis of the fundamental aspects of beaconing-
based communication for vehicular networks, a simple pro-
cedure has been outlined for measuring distances which is
based on RSSI from the beacons received by the UAVs. Fig-
ure 6 displays the flow chart of the verification procedures.
At the time T , verifiers calculate the measurements of the
distance and a signed beacon message is broadcast by P .
Each verifier V , recognizes the signature of P in the beacon,
obtains the RSSI and calculates the distance by applying the
free-space model. Finally, with aid of a secure channel, it
sends back the authority A which is the distance d between
V and P .

4.1 Free-space propagation model
A free-space model is used to forecast the received signal

strength when the sender and receiver have a clear path
between them, i.e. a line of sight. The received power in
free space from a receiving antenna, which is separated from
a transmitting antenna by a distance d, is given by [11]

Pr =
PtGtGrλ

2

(4π)2d2
, (1)

where Pr is the received power; Pt is the transmitted
power; Gt is the gain of transmitter antenna; Gr is the gain
of the receiver antenna; λ is the wavelength in meters, which
is calculated by λ = c/f , where f is the carrier frequency in
hertz and c a constant of the speed of light in m/s; and d is
the distance separating the transmitter from the the receiver
in meters.

4.2 Stages of the simulation
A simulation of UAV positioning was implemented to de-

termine the feasibility of using techniques of distance mea-
surement with a fixed error and state of uncertainty. Our
aim is to check the positions of the drones in a limited space
S3 ∈ R3 and also determine if a UAV P can adopt spoof
positions by taking advantage of the error ε and tolerance δ
to remain undetectable.

The main stages of the simulation are described in Algo-
rithm 2. First, P is generated (line 1 ) in the position to be
determined by the authority A. Following this, V verifiers
are generated (line 2 ) as a function of P , d, and σ. d is the
distance that is being evaluated.

Algorithm 2 Stages of the simulation.

1: P ← GenerateProver(S3)
2: V ← GenerateVerifiers(P, d, σ)
3: prob ← Random()
4: if prob < 0.5 then
5: P.Status← A \ ∗Honest ∗ \
6: else
7: P.Status← R \ ∗Attacker ∗ \
8: end if
9: SetNewPosition(P, d, δ)

10: Status←MV(P, V, ε)
11: if Status = P.Status then
12: return CorrectV erified
13: else if Status = U then
14: return Uncertain
15: else
16: return IncorrectV erified
17: end if

σ limits the maximum distance of the nodes V so that
they are not placed at a distance that is much greater than
d, as illustrated in the diagram in Figure 7.

We used a function to generate random numbers in accor-
dance with uniform distribution to determine the behaviour
of P . In this simulation the probability 0.5 for P was set at
’honest’ or ’liable to attack’ (lines 3-8). Depending on the
assigned role, the function SetNewPosition (line 9) moves
P to another random position. With this end in view, if
the role of the node is ’honest’, the new position of P is Ph

(region A) or Pu (region U), but if the node is a potential
attacker, the new position is Pu or Pa (region R), as illus-
trated in the diagram of Figure 7. The new positions are also
chosen by applying random numbers that are distributed in
a uniform way.

After preparing the positions of P and V , the algorithm
runs MV (line 10 ) as function of the error ε, and then MV
returns the estimated state of P . If the state is equal to that
assigned to P , it means the verification was correct (lines 11
and 12 ). If the state was that of uncertainty, it means MV
could not assess the position (lines 13 and 14 ). Otherwise,
MV has failed to classify P (lines 15 and 16 ).

V1

V3

V2

V4

 d


P


Pa

Pu

Ph

S3

Figure 7. Positioning and movement of the nodes
V and P in the diagram.
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The P is considered to have been erroneously verified of
there is a false positive or false negative result. ’False posi-
tive’ occurs when P transmits the correct position, but one
or more V reject this position, and classify P as an attacker.
’False negative’ means that P sends the wrong position and
none of V reject this position, and classify P as honest or
uncertain.

4.3 Simulation parameters
Equation 1 was employed to evaluate the architecture of

secure positioning through beaconing, and this was based on
its ability to send and receive RF, as described in Table 1.
The simulation scenario consisted of an UAV swarm with 4
and 7 verifiers V , with one P . Their positions were limited
in space, S3 = 1000m3. The positions represent the exact
time (according to the timestamp T ) when the verifiers V
compute the distance d by means of RSSI. In this case, it
is assumed that all the nodes transmit in the same power
and that the simulation parameters were for δ = 1 m, and
δ = 2 m, and σ = 5 m.

Table 1. RF transmitters used in the simulation.

Parameter Value
Attenuation model Free-Space
Gain of transmitting antenna(Gt) 1 dBi
Gain of receiver antenna (Gr) 1 dBi
Carrier frequency (f) 5.8 Ghz
Transmission Power(Pt) 23 dBm (200 mW )

Figure 8 illustrates the error (in meters) and RSSI versus
distance. Errors in meters and RSSI in dBm are calculated
by using Equation 1. Although it is possible to simulate
higher transmission power and thus, increase the maximum
distance and reduce the error as a function of the distance,
we adopted a limit of 23 dBm, which is the transmission
power that is generally used in off-the-shelf wireless cards.
In addition, the higher the transmission power, the greater
energy consumption, which is a very limited resource in a
UAV.

The reason for adopting a frequency of 5.8 Ghz is that
it is a less noisy frequency than the others that are in the
range of 2.4 Ghz, which is default in WiFi networks. On
the other hand, frequencies in 5 Ghz have a shorter signal
range.
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4.4 Correct verification and uncertainty ver-
sus distance

Our analysis of the number of correct verifications was
based on the node’s RSSI for two tolerance values, δ = 1 m
and δ = 2 m, as illustrated in Figures 9 and 10, respectively.
In both cases the rate of correct verification is no greater
than 0.996, with few variations as a function of the distance,
even for 4 V .

The simulations showed that the value of δ had no signif-
icant impact on the rate of correct verification. This can be
explained by the fact that the position of P , the region A is
limited when the attacker is located in the R or U region,
and the value of δ is less than the ε error.

Although the correct verification rate is greater than 0.996
for distances up to 165 m, some cases had a failure rate of up
to u 0.004 due to the bad positions of V . Another observed
result was that an increase of the error ε did not affect the
performance of the verification. It can be confirmed that for
distances up to 165 m, errors of up to 18 m do not affect
the verification.

The second evaluation involved the uncertainty rate for
the values of tolerance δ = 1 m and δ = 2 m. The results in
Figures 11 and 12 show that the uncertainty declines when
the number of verifiers increases from 4 to 7 V . This is be-
cause the U region tends to decline when there is an increase
in the number of verifiers.

Since uncertainty in the U region is defined by [δ < U <
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Figure 12. The rates of uncertainty for 4 V and 7 V
as function of d, when the maximum error is

δ = 2 m.

ε], when δ = 2 m increased, the uncertainty rate declined, as
was expected. However, the simulation allows us to quantify
the improvement achieved by the increase of 1 m of toler-
ance. First, with regard to the beginning of uncertainty for
4 and 7 V , there was an improvement of 33% and 25%, re-
spectively. The difference in the distance that sets off the
uncertainty occurs when the level of the error ε becomes
greater than the tolerance δ. Secondly, when the tolerance
was increased, the maximum uncertainty rate reduced by
10% for 4 V and 15 % for 7 V .

5. CONSIDERATIONS ABOUT SECURITY
Viewed from the standpoint of the system, the source of

an attack may be external or internal. In external attacks,
the attacker does not belong to the swarm, which means
that it does not have access to cryptographic material. For
example, the generation of a GPS signal, when directed to
a UAV, can alter its received position and makes it initiate
a broadcast of fake or wrong positions, even if it is an hon-
est node. In internal attacks, a node becomes an attacker
after having been authenticated in the swarm; moreover it
has access to the cryptographic keys needed to participate
in a mission and knows the protocols of the verification po-
sitioning. For example, the UAV may be contaminated by
computer worms, e.g. Trojan, which can occur at the time
of the mission scheduling.

Internal attacks can have a greater impact on the sys-

tem and are difficult to detect. A replay message attack,
in which an attacker replicates the messages received from
another UAV, can lead the system to inconsistencies, even
if it is passive. For example, when two or more nodes are
attackers, the active adversaries can cooperate by exchang-
ing cryptographic keys and carry out successful ’spoofing’ by
allowing a malicious UAV to be recognized as a legitimate
UAV in the swarm.

In this study, the proposed verification scheme aims to de-
tect false or fake positions adopted by a UAV in the swarm.
The proposed architecture is able to prevent internal and
external location-based attacks in addition to the ordinary
network security by using PKIs, which makes it much more
difficult for network attacks to succeed.

The use of RSSI or on-board cameras can prevent the oc-
currence of some false position attacks. When the camera
is directly focused on the UAV position (in accordance with
the claimed position) and P is not in the correct position,
it is not detected in the image. When trying to mislead the
system through shifting its position, the node will be far
from the centre of the image frame which means P can be
detected by image processing. While there are obstacles ob-
fuscating the node in the captured image, which implies the
verifier in not returning the distance to the authority cor-
rectly, the measurement of the distance can be repeated. In
conditions when the light is dim, a night vision camera can
help to measure the distance. Since two nodes cooperate to
attack the swarm, the attack can be mitigated by painting
a mark or symbol on the UAV’s fuselage (e.g. an aircraft
identification code) so that the image processing can rec-
ognize a known symbol, which matches corresponding node
information.

When using RSSI to determine the node’s position, obsta-
cles between nodes do not prevent P ’s beacons by authority
from being received. On the other hand, the absence of a
’line of sight’ causes signal attenuation, and hence, leads to
weaker signal strengths. However, in a similar way to the
approach adopted for image processing, a legitimate node
P can collaborate by moving its position to facilitate the
verification, and thus allow the distance measurement pro-
cedure to be repeated. In addition, the RSSI approach does
not rely on light conditions and provides the same degree of
accuracy for both day and night.

6. CONCLUSION
In this study, we discussed the question of secure posi-

tioning in a UAV swarm. The scenario of a UAV swarm is
recent and is subject to malicious node placement attacks,
as occurs in sensor networks and vehicular networks. How-
ever, the UAV swarm scenario has received little attention
in the literature; in addition, it is a complex phenomenon
when the node position is investigated in 3D, at different
altitudes.

The proposed solution differs from others when account is
taken of the technical limitations of implementing the ver-
ification system. Tolerance mechanisms are employed here
for the required position and the errors are noted for the
distance measurement. Another difference is that we only
make use of available technologies, such as on-board stereo
cameras, WiFi and 3G/4G networks.

We believe that the results are satisfactory, although they
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are not better for measuring distance accurately than the
Distance-Bound protocol, which uses the time-of-flight sys-
tem based on the speed of light to calculate the distance
between V and P [2]. However, for practical purposes, such
protocol is not feasible since it is difficult to obtain accu-
rate measurements without any delay in the system; as a
result, it requires specific software and hardware to achieve
this degree of accuracy.

The assessment was conducted by simulating positioning
techniques. Previously, our first evaluation had relied on
the use of cameras with different 3D capabilities [14]. When
comparing the rates of correct verification and uncertainty,
we observed that the rates depend entirely on the capac-
ity of the camera. Our second evaluation with RSSI values
obtained from beacons (as described in this paper), we com-
pared two values of tolerance δ, by quantifying their impact
on the ’correct’ and in particular ’uncertainty’ verifications.

Our simulation results proved the feasibility of the pro-
posed architecture for secure positioning, by using very dif-
ferent technologies to implement it, such as image processing
with a 3D camera and RSSI from beaconing-based communi-
cations. Beaconing-based communications and RSSI allow
the deployment of a low-cost system, with respect to the
needs of a HD on-board stereo camera. In addition, estab-
lishing position accuracy is extended to greater distances
than is possible with the image processing approach.
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ABSTRACT
Internet of Things (IoT) is expected to offer promising so-
lutions to transform the operation and role of many exist-
ing systems such as transportation systems, manufacturing
systems, and enables many applications in many domains.
IoT aims to connect different things over the network. The
goal of IoT is to provide a good and efficient service for
many applications. A real-time IoT applications must react
to stimuli from its environment within time intervals dic-
tated by its environment. The instant when a result must
be produced is called a deadline. Wireless Sensor Networks
(WSN) have recently used been in the limelight for many
domains. The IoT can be explained as a general purpose
sensor network. WSNs will constitute an integral part of
the IoT paradigm, spanning many different application ar-
eas. Since sensor nodes usually are developed by low-cost
hardware, one major challenge in the development of many
sensor-network applications is to provide high-security fea-
tures with limited resources. In this paper, we propose a
path generation framework with deadline considerations for
real-time query processing. To meet the deadline, the frame-
work will assign the time budget to the routing path, and
then, derive a feasible path with the assigned time budget.
In order to evaluate the performance of the proposed RTQP
scheme, we construct a simulation model using ns 2.35. The
performance of the RTQP scheme is compared with that of
other related mechanisms, for which we have very encourag-

ing results.1

Categories and Subject Descriptors
C.2 [Computer Systems Organization]: Computer Com-
munication Networks
C.2.1 [Computer Systems Organization]: Computer Com-
munication Networks—Network Protocols, Routing protocols

1Copyright is held by the authors. This work is
based on an earlier work: RACS’13 Proceedings of
the 2013 ACM Research in Adaptive and Convergent
Systems, Copyright 2013 ACM 978-1-4503-2348-2/13/10.
http://doi.acm.org/10.1145/2513228.2513261.

General Terms
Theory

Keywords
Query Optimization, Real-time Systems, Routing, Wireless
Sensor Networks, Internet of Things

1. INTRODUCTION
The next wave in the era of computing will be outside the

realm of the traditional desktop. The Internet of Things
(IoT) is a novel networking paradigm which allows the com-
munication among all sorts of physical objects over the In-
ternet [14]. In the IoT paradigm, many of the objects that
surround us will be on the network in one form or another [4,
30, 45]. Ubiquitous sensing enabled by Wireless Sensor Net-
work (WSN) technologies cuts across many areas of modern
day living. This offers the ability to measure, infer and un-
derstand environmental indicators, from delicate ecologies
and natural resources to urban environments [2, 17, 34].

Recent technological advances have enabled the develop-
ment of low-cost, low-power, and multi-functional sensor de-
vices. These nodes are integrated devices with integrated
sensing, processing, and communication capabilities. Sensor
technology has enabled a broad range of ubiquitous comput-
ing applications, such as agricultural, industrial, and envi-
ronmental monitoring [3, 31, 32, 39, 48]. WSN can work
as part of IoT, the collection and processing of such data
leads to unprecedented challenges in mining and processing
such data. Such data needs to be processed in real-time and
the processing may be highly distributed in nature [1, 28].
However, sensor networks are different with traditional net-
working. Sensor network have some physical resource con-
straints and special properties, thus contributing the green
IoT concept [7, 51, 53]. We need redesign the management
methodology for them. Physical resource constraints of sen-
sor network including the limited bandwidth and QoS, lim-
ited computation power, limited memory sizes, and limited
supply of energy. Effective lifetime of the sensor is deter-
mined by its power supply. Energy conservation is one of
the main system design issues. In [19] shows that the power
consumption of each sensor node is dominated by the cost
of transmission. For example: It requires 5000 nJ of energy
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to transmit a bit in a sensor node, and it requires 5 nJ of
energy to process single instruction.

In scientific settings, WSN can act as intelligent data col-
lection instruments, one might task the relevant subset of
nodes to sense the physical world and send the sensed val-
ues, using multi-hop communication paths, towards a base
station where all the processing takes place[22]. Since the
energy cost of processing data is one order of magnitude
smaller than the energy cost of transmitting the same data
[9, 24, 26], it is more energy-efficient to do as much process-
ing as possible inside the WSN, as this is likely to reduce the
number of bytes that are transmitted to the base station.
From the viewpoint of this paper, one approach to in-WSN
processing construes the WSN as a distributed database,
and the processing task injected into nodes for execution is
the evaluation of a query evaluation plan (QEP). To opti-
mize QEPs, many mechanisms [16, 33] aim to develop sensor
network query processors (SNQPs) that drastically reduce
the need for bespoke development while ensuring sufficient
low levels of energy consumption as to deliver deployments
of great longevity.

Moreover, we also need considering properties of sensor
networks: Sensor networks have large number of sensor nodes.
Individual sensor nodes are connected to other nodes in
their vicinity via wireless communication interface. Thus,
some researchers aims to reduce the impact of interference.
Interference-Minimized Multipath Routing Protocol (I2MR)
[15] aims to support high-rate streaming in low-power wire-
less sensor networks through considering the recent advances
in designing high-bandwidth backbone networks. I2MR tries
to construct zone-disjoint paths and distributes network traf-
fic over the discovered paths by assuming a special net-
work structure and the availability of particular hardware
components. Low-Interference Energy-Efficient Multipath
Routing Protocol (LIEMRO) [37, 38] improves the perfor-
mance demands of event-driven sensor networks (e.g., delay,
data delivery ratio, throughput, and lifetime) through con-
struction of an adequate number of interference-minimized
paths. LIEMRO utilizes an adaptive iterative approach to
construct a sufficient number of node-disjoint paths with
minimum interference from each event area towards the sink
node. It improves the performance demands of event-driven
applications through distributing network traffic over high-
quality paths with minimum interference.

In this paper, we propose a real-time query processing
framework for green IoT. Assume the sensors have a query
plan, then, we need to derive a feasible query propagation
plan to transmit data packets. In real-time applications, the
main challenge is to guarantee that the data packet meets
its deadline. In such applications, such as a natural diaster
monitoring system, the energy consumption is of secondary
importance. To support real-time query in green IoT, the
routing path shall adjusted with the packet deadlines and
try to minimize the energy consumption.

The rest of this paper is organized as follows: Section
2 discuss the query processing in green internet of things.
Section 3 provides the network model and problem defini-
tion. Section 4 proposes a path generation framework. In

Figure 1. Three phases of query data gathering.

Section 5, the properties will be discussed. Section 6 is the
performance evaluation. Section 7 is the conclusion.

2. QUERY PROCESSING IN GREEN INT-
ERNET OF THINGS

2.1 Query Plan in Wireless Sensor Networks
In WSNs, sensors collect and transmit information under

limited power and radio bandwidth, traditional approaches
for deploying these applications requires months of design
and engineering time [47]. In sensor query-processing archi-
tecture using database technology can, however, facilitate
deployment of sensor networks greatly reducing program-
ming effort and time-to-deployment for many such applica-
tions. Some query processing systems such as TinyDB[33],
Directed Diffusion[23], and Cougar[52] provide users of wire-
less sensor network applications with a high-level interface
for performing queries. Users specify the data of interest
through simple, declarative queries, just as in a database
system, and the infrastructure efficiently collects and pro-
cesses the data within the sensor network.

Queries in TinyDB are disseminated through the entire
network and collected via a routing tree. The root node of
the routing tree is end point of the query, which is generally
where the the user that issued the query is located. nodes
within the routing tree maintain a parent-child relationship
in order to properly propagate results to the root.

Recall the traditional database, a query plan (or query
execution plan) is a set of steps used to access information
in a SQL relational database management system [29, 41,
42, 40, 43]. This is a specific case of the relational model
concept of access plans. Since SQL is declarative, there are
typically a large number of alternative ways to execute a
given query, with widely varying performance [12]. When a
query is submitted to the database, a query plan is usually
generated by the query optimization module of a database
system, consists of a partial order on the physical opera-
tors, such as join, sort, and table scan, of a query for the
manipulation of database data.

In WSNs, the role of query plan is different to traditional
database. Due to the characteristics of sensor networks,
query need transfer to all sensors, and gather data from
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all sensors. We need considering the power consumption is-
sues of WSNs. Data gathering on sensor network should not
transmit in query plan directly. We need generate a more re-
alistic query plan, so called propagation plan that have been
considered sensor characteristics, to gather sensor data. As
shown in Figure 1, there are three phases for a query data
gathering. The first phase is data dissemination from the
sink to sensor nodes. It usually acts by multicasting. Then,
the sensor sensing objects, and then, get the information.
Finally, sensor nodes transmit data packets to sink based on
a query plan. In, this phase, sensor nodes usually transmit
packets by unicasting.

2.2 Real-time Query Processing in Green In-
ternet of Things

The Internet of Things (IoT) is expected include billions of
connected devices communicating in a machine-to-machine
(M2M) fashion [8]. As the definition of the Internet of
Things: The IoT allows people and things to be connected
anytime, anyplace, with anything and anyone, ideally using
any path/network and any service [49]. It is expected to of-
fer promising solutions to transform the operation and role
of many existing systems such as transportation systems,
manufacturing systems, and enables many applications in
many domains. IoT aims to connect different things over
the network. The goal of IoT is to provide a good and effi-
cient service for many applications.

A real-time application (RTA) is an application program
that functions within a time frame that the user senses as
immediate or current [5, 6, 50]. The correctness of the sys-
tem behavior depends not only on the logical results of the
computations, but also on the physical time when these
results are produced. By system behavior we shall mean
the sequence of outputs in time of a system. A real-time
IoT applications must react to stimuli from its environment
within time intervals dictated by its environment. The in-
stant when a result must be produced is called a deadline.
Since many applications are time-critical, such as: health-
care, traffic control, and alarms monitoring. As the result,
IoT shall collect the data from its things (or sensor net-
works) before the given deadline. Thus, the real-time query
processing is needed to provide the time-efficient results.

Due to advances in sensor technology, sensors are getting
more powerful, cheaper and smaller in size. Thus, it has
simulated large scale deployments. From their origin, WSNs
were designed, developed, and used for specific application
purposes. In contrast, IoT is not focused on specific applica-
tions. The IoT can be explained as a general purpose sensor
network [13]. The IoT would not be targeted to collect spe-
cific types of sensor data, rather it would deploy sensors
where they can be used for various application domains [35,
36]. Thus, WSNs will constitute an integral part of the IoT
paradigm, spanning many different application areas. Note
that WSNs can exit without the IoT, but the IoT cannot
exist without WSNs. It is because WSNs provides the ma-
jority of hardware infrastructure support, through providing
access to sensor nodes. Besides, the sensor nodes of WSNs

Figure 2. System model with multihop
communications in green internet of things.

is usually operating with limited battery, hence the need for
energy-efficient techniques to reduce the consumed power,
thus contributing the green IoT concept [51].

In general, the topology of the WSNs can vary from a
simple star network to an advanced multi-hop wireless mesh
network. In this work, we focus on the type of multi-hop
wireless mesh network. Energy efficiency were studied in
WSNs [10, 25, 46]. Sensors having data to transmit should
relay this data to a single source using multihop. Nodes that
do not have data to transmit or that are not relaying the
data of other nodes can be put to sleep. Energy efficiency is
achieved by reducing the number of active nodes. Without
considering the deadline, some researchers proposed a des-
ignated path scheme for energy balanced data aggregation
in WSNs [27]. The proposed scheme predetermines a set of
paths and runs them in round robin fashion so that all the
nodes can participate in the workload of gathering data and
transferring them to the sink node. In this work, we have
further take the time requirements. Note that data gath-
ering on WSNs would not transmit in query plan directly.
The realistic pathes for gathering data (i.e., the query prop-
agation plan) shall meet the deadline and try to minimize
the overall energy consumption.

3. NETWORK MODEL AND PROBLEM
DEFINITION

Consider an example, a user ask the sink a urgent question
by a declarative query, just as in a database system, and
then the sink generate a high level query plan for the query.
Finally, the infrastructure conduct a query propagation plan
from the query plan to efficiently collects and processes the
data within the sensor network.

In this paper, we study a power-efficient networking prob-
lem to generate a data gathering path that do not violate
the given deadline. In this section, we present a network
model for research on real time query processing. Related
terminologies and a problem definition are also defined.
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Figure 3. DAG-structured query plan.

3.1 Query Processing and Network Model
The purpose of this paper is to generate a data gathering

path of a query plan that it do not violate the given dead-
line D and the total energy consumption is minimized. We
consider a homogeneous wireless sensor network (WSN). A
WSN consists a set of sensor nodes S = {s1, s2, · · · , sM}.
There is a set of given K discrete power levels P = {P1, P2,

· · · , PK} for sensor nodes, where Pi > Pj if i > j such that
a higher power level results in a larger range to send data
to another sensor nodes in WSN. Each power level Pi is as-
sociated with a fixed range Ri for signal transmissions and
an energy consumption amount C(Pi), where Ri > Rj and
C(Pi) > C(Pj) if Pi > Pj .

Assume sensor nodes can change power level in run time.
The set of edges, denoted as Es, would be include all pos-
sible edges. An edge ei,j ∈ Es represents that sensor nodes
si and sj are connected. Furthermore, each edge ei,j ∈ Es

could be associated with a weight ei,j that is equal to C(Pi),
where a weight denotes the energy consumption in the signal
transmission. As pointed out in [19], the energy consump-
tion for a node to transmit signals to another node increase
as the n power of the distance between the two nodes, for
n ≥ 2. Assume that node si transmit k bits of data and the
distance to node sj is d, the energy consumption function is
as follows:

Ci,j(k, d) = ǫamp × k × d
2 (1)

A query plan (QP) in sensor network consists of a collec-
tion of physical operators (such as select, join, data acquisi-
tion, and aggregate) and partial order on them. There could
be more than one pending or executing QPs in the system
simultaneously, as shown in Figure 3. In many database
systems, a query optimizer might have a joint consideration
of pending or executing QPs such that the same nodes or
subtrees in several QPs are merged, as shown in Figure 3
(without dashed lines and the virtual root node). As a re-
sult, a collection of QPs after merging could be considered
as a directed acyclic graph (DAG). Besides, we always add
a virtual root node for pending/executing QPs such that
input format could be general, as shown in Figure 3 (with
dashed lines and the virtual root node).

As shown in Figure 4, the plan for data gathering could
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Figure 4. A sensor network with a DAG-structured
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be view as a query plan QP = (V,Eq), each edge em,n ∈ Eq

represents there is a need to transfer d(em,n) bytes of data
from vm to vn, for example: d(eC,D) = 200. The query plan
QP has a partial order among Eq, e.g., the data transferring
of ei,j must be processed before that for ej,k. The data
gathering path in run time is define as a query propagation
plan EP = (V,Eep). A subset of EP in run time is shown
in Figure 5. Each edge ei,j ∈ Eep represents datai,j units of
data from vi to vj . LetX → Y is a path, e.g., X−i−j−k−Y
is a sequence of path such that EP = {epi, epi ∈ Eq}. The
function st(ei,j) represents the start time of a path ei,j , and
ft(ei,j) represents the finish time of a path ei,j . As shown
in Figure 5, A → D is a path. Both sequence of paths
A−B−D and A− i−B−j−D are possible E

ep
A,D. Because

the relationship between energy consumption and distance
is exponential (about 2). It is easy discover that the energy
consumption of the sequence of path A − B − D, with the
higher power levels, is bigger than path A− i−B − j −D.
However, the transmission time of path A− i−B− j−D is
bigger than path A−B−D. In a real-time environment, the
path A− i−B − j−D might not meet the time constraint.
As the result, we need to adjust the power level of nodes
and setup the path to meet the time constraint.

In this paper, we study the path generation methodol-
ogy for query propagation plan , that we formulate as the
real-time query processing (RTQP) problem, to find a data
gathering path of the given query plan that it do not violate
the given deadline D and the total energy consumption is
minimized.
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3.2 Problem Definition
We formulate the real-time query processing (RTQP) prob-

lem explored in this paper as follows:

Problem 1.

Input: Given a sensor network SN = (V,Es) with a query
plan QP = (V,Eq) and a given deadline D.

Output: A query propagation plan EP = (V,Eep).

Goal: This problem is to find a sequence of execution path
EPs,t which starts from vs and ends to vt,(EPs,t transfers
data before EPs′=t,t′) such that ft(sink) ≤ D and
∑

i,j

∑

ej,j∈EP

p(ei,j)d(e
q
i,j) is minimized.

This problem is very hard to solve directly. We transfer
this problem into two sub problem to reduce complexity.
The first one is time budget assignment problem that we
summary in problem 2, and the other is one is RSP problem
that we summary in problem 3.

Problem 2.

Input: Given DAG G = (V,E) and a budget B. Each
edge em,n ∈ E represent there is a need to transfer km,n =
tr(em,n) bytes of data form vm to vn with distance dm,n =
dis(em,n). Edge em,n associated with a power consumption
function pm,n = p(km,n, bm,n, dm,n).

Output: A DAG GB = (V,Eb). Each edge bm,n ∈ Eb

represent the budget of G.

Goal: The critical path of GB is CP = (V
′

, Eb′) ∈ GB.

This problem is to find a assignment of B such that
∑

Eb′ ≤
GB, and the power consumption

∑

e∈G

p(km,n, bm,n, dm,n) is

minimal.

Problem 3.

Input: Given a sensor network SN = (V,E), with a start
node s, a target node t, and a dead line D. Each edge eij ∈ E

has an associated positive integral cost ci,j and a positive
integral delay di,j.

Output: Find a path s to t. The cost(respectively, delay)
of a path is defined as the summation of the costs(respectively,
delay) along all of its edges.

Goal: Find the minimum cost s-t path in SN such that
delay along this path does not exceed a given bound D.

The real-time query processing problem is NP-hard, we
prove it as Theorem 1:

Theorem 1 (NP-hardness). The RTQP problem is
NP-hard.

Proof. It comes directly from a special case when we only
consider one segment of query plan and a deadline D. It
reduce to a RSP [18] problem.

4. A PATH GENERATION FRAMEWORK
In this section, we explain the proposed framework conse-

quently. Figure 6 shows the framework of our mechanism. It
contains four major procedures: minimal cost path finding,

Figure 6. The framework of our mechanism.

critical path finding, budget reassignment, and path regen-
erating. The first one is the minimal energy path finding,
we set nodes on minimal power level and then apply dijk-
stra algorithm to find the minimal-energy path of segments.
The second one is the critical path finding, we adopt it to
search the critical path. The third component is the sub-
deadline assignment, we apply it to assign the subdeadline
of segments. We assign subdeadline to each segments with
the proportion of the transmission time of critical path seg-
ments. And a RSP method is adopt to derive the new paths.

The main function of the propagation plan generation, re-
ferred to as Algorithm 1, is the major framework of our pro-
posed mechanism. At beginning, the algorithm assume that
all nodes are set with the minimal transmission range. This
algorithm will invoke an algorithm, called MinimalCost −
PathF inding Dijkstra() to derive the paths of the query
plan that with minimal cost (Line 2). This algorithm ex-
plores the minimal cost paths of the query plan by Dijkstra
algorithm. To assign feasible time budget, it is necessary to
know the longest path of the transmission. Then, it invokes
Algorithm 3 to determine which path is the critical path
(Line 3). If the derived path violate the deadline, this algo-
rithm would invoke Algorithm 4 to reassign the time budget
and then generate a new path by Algorithm 4.

Algorithm 2 derived the minimal-cost propagation plan
of the given query plan. It is revised from the well-known
Dijkstra Algorithm [11]. For a given sensor network SN =
(V,Es) and a query plan Q = (V,Eq), the algorithm finds
the path with lowest cost between that sensor node and
every other sensor node. It can also be used for finding
costs of shortest paths from a single sensor node to a sin-
gle destination sensor node by stopping the algorithm once
the minimal-cost propagation plan to the destination sensor
node has been determined.

Algorithm 3 shows how to find the critical path under the
PERT algorithm (Line 2-8) [44]. In this algorithm, we calcu-
lates the longest path of sensor nodes to the end of the sink,
and the earliest and latest that each activity can start and
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finish without making the transmission time longer. This al-
gorithm determines which pathes are ”critical” (i.e., on the
longest path) and which have ”total float” (i.e., can be de-
layed without making the transmission longer).

Algorithm 4 shows the budget reassignment procedure.
As shown in Figure 7, a sensor network can derive the crit-
ical path by PERT. To save the energy, we might reduce
the transmission range of some sensor nodes. Thus, we need
to know the slack of time that we can achieve and thus we
can assign to the transmission path by Algorithm 5 (Line
2). To explore the overall time budget of a path, we need
to explore the paths first. In Line 8, Algorithm 4 explores
the pathes via a function ExplorePath() (Algorithm 6) that
check pathes from parent nodes to leaf nodes. Then, it in-
vokes Algorithm 7 (Line 9) to assign the time budget of
nodes. After that, it invokes a function that reassign the
segment budget by the budget of nodes (Line 10).

Algorithm 5 derives the slacks of query plan segments.
Given a sensor network SN = (V,Es), a query plan Q =
(V,Eq), and a deadline D. Algorithm 5 derives the slack of
nodes from leaf to sink (Line 5). Algorithm 6 checks pathes
from parent nodes to leaf nodes. Algorithm 7 is node budget
reassign, it assigns new subdeadline of each query plan node.
It according the proportion of a segment in the critical path.
The new budget of a segment will be reassign as:

NodeTBcurrentNode = NodeTBchild−
Pi,j

|Path|
×TBsubsegment

Finally, we adopt Algorithm 9 and Algorithm 10 to gen-
erate the execution path.

Algorithm 1 Propagation Plan Generation

Input: A sensor network SN = (V,Es), a query plan
Q = (V,Eq), deadline D

Output: Find a set of sequence of execution path
EP={EPi,j}

1: PROCEDURE: PropagationPlanGenera-
tion(SN, Q)

2: EP ←MinimalCostPathF inding(SN,Q)
3: CP ←CriticalPathF inding PERT (SN,EP )
4: if Finish time of CP violate dead line then
5: BudgetReassignment(Q)
6: PathGenerating(SN,Q)
7: end if
8: Return path EP

Let’s use a QEP derivation example to illustrate the pro-
posed scheme. Consider a query plan QP = (V,Eq) on a
sensor network WSN = (V,Es) as shown in Figure 8(a),
where each edge in Eq is a query plan edge. The orange
nodes are the query plan node. Other nodes are relay sen-
sor nodes. Suppose that the objective is to derive a fea-
sible query propagation plan EP = (V,Eep). Let wireless
sensor network WSN be taken as an example for the ex-
planation of the algorithm. At begging, all sensor nodes are
setting on the minimal power level at which they can be con-
nected. Then, we apply the Dijkstra algorithm (Algorithm
2) to derive the minimal energy paths. After this process,

Algorithm 2 MinimalCostPathFinding Dijkstra

Input: A sensor network SN = (V,Es), and a query
plan Q = (V,Eq)

Output: Find a set of sequence of minimal cost execu-
tion path EP={EPi,j}

1: PROCEDURE: MinimalCostPathFinding(SN,
Q)

2: for all Eq ∈ Q do
3: MinimalCostPathF inding Dijkstra(SN,E

q
ij)

4: end for
5: Return path EP

6:
7: PROCEDURE: MinimalCostPathFinding Dijk-

stra(SN, Eq
ij)

8: initialize signle source(SN, S)
9: S ← ∅

10: N ← V [SN ]
11: while N 6= ∅ do
12: u← ExTract Min(SN)
13: S ← S

⋃
{u}

14: for each vertex V ∈ Adj[u]
15: do RELAX(u, v, w, t)
16: end while
17: Return path EPij

18:
19: PROCEDURE: ExTract Min(N)
20: Return the node that need the minimal transmit dis-

tance in the node set of minimal cost.
21:
22: PROCEDURE: RELAX(u,v,w,t)
23: if d[v] > d[u] + w(u, v) then
24: d[u]← d[u] +w(u, v)
25: Π[v]← u

26: end if
27: if d[v] = d[u] + w(u, v) then
28: if R[v] > R[u] + r(u, v) then
29: Π[v]← u

30: end if
31: end if

Algorithm 3 Critical Path Finding

Input: A sensor network SN = (V,Es), a query plan
Q = (V,Eq)

Output: Critical Path CP

1: PROCEDURE: CriticalPathFinding PERT(SN,
Q)

2: Initialize fin[v] ← 0
3: for all vertex vj ∈ V , Consider vertices v in topological

order do
4: for each edge v −w,
5: set fin[w] = max(fin[w], fin[v] + time[w])
6: set DistanceMax[w] = max(DistanceMax[w],

DistanceMax[v] + distance[w][v])
7: end for
8: CP←Report PERT Critical Path()

APPLIED COMPUTING REVIEW  JUN. 2014,  VOL. 14,  NO. 2 50



Algorithm 4 Budget Reassignment

Input: A sensor network SN = (V,Es), a query plan
Q = (V,Eq), deadline D

Output: Time Budget of segments TB={TBi,j}
1: PROCEDURE: BudgetReassignment(Q)
2: SlackComputing(Q)
3: NodeTBSink ← DeadLine

4: NodeTBV irtualLeaf ← 0
5: repeat
6: Select the node set of smallest slack into setA
7: node t ← select the biggest node from setA
8: P ← ExplorePath(t)
9: NodeBudgetReassign(P )
10: until all of path have been reassign
11: SegmentBudgetReassign()

we can derive a query propagation plan QEP as shown in
Figure 8(b). The derived QEP is not equal to the QP . It is
because the Dijkstra algorithm has found some paths con-
suming smaller energy than that in the query plan. Then,
we can compute the transmission time of a segment of the
query plan. ti=the transmission time of a segment of the
query plan, e.g., t5 is the segment EB. tjk= transmission
time between node j and node k. For example, the t5 is
the transmission time from node E to node B. It is tEu plus
tuv plus tvB, as shown in Figure 8(c). Finally, as shown in
Figure 8(d), we can derive all transmission time of QP with
the derived QEP .

Algorithm 5 Slack Computing (To decide the time budget
reassignment sequence)

Input: A sensor network SN = (V,Es), a query plan
Q = (V,Eq), deadline D

Output: Slack of each segment SP={SPi,j}
1: PROCEDURE: SlackComputing(Q)
2: for all vertex vj ∈ V do
3: slacknode[j] ← ∞
4: end for
5: slacknode[virtual Leaf] ← 0
6: SlackNodeComputing(Sink)
7: PROCEDURE: SlackNodeComputing(node v)
8: if node v = virtual Leaf then
9: slacknode[v] ← 0
10: else
11: for each edge v − w,
12: slacknode[v] = min(SlackComputing(w) +

SlackEdgeComputing(v,w))
13: end if
14: return slacknode[v]
15: PROCEDURE: SlackEdgeComputing(node v,

node w)
16: return DistanceMax[w] − DistanceMax[v] −

distance[w][v]

Then, we adopt the PERT algorithm (Algorithm 4) to
derive the critical path. We set all nodes in a topological
order (Line 3, Algorithm 3) and follow the PERT process

Algorithm 6 Explore Path

Input: A query plan Q = (V,Eq), a basis node
Output: Find a set of sequence of transmission path
TP={TPi,j}

1: PROCEDURE: ExplorePath(t)
2: c ← child(t)
3: TP ← Q

q
c,t

4: repeat
5: p ← parent(t)
6: TP ← Q

q
t,p

7: until parent(t) have already computed
8: return TP

Figure 7. We shall reassign the budget of
non-critical-path nodes.

Algorithm 7 Node Budget Reassign

Input: A query plan segment P , a time budget basis
TBsegment

Output: Time Budget of nodes in segment
NodeTB={NodeTBi}

1: PROCEDURE: NodeBudgetReassign(P)
2: repeat
3: Basis ← TBsubsegment

4: proportion ←
Pi,j

|Path|

5: NodeTBcurrentNode ← NodeTBchild − proportion ×
Basis

6: until all TB of nodes in this subpath have been reassign

Algorithm 8 Segment Budget Reassign

Input: A query plan segment P , Time Budget of nodes
Output: Time Budget of segment TB={TBi,j}

1: PROCEDURE: SegmentBudgetReassign(Q)
2: for all Qp

u,v do
3: TBu,v ← NodeTBv −NodeTBu

4: end for
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(Lines 4-7) to find the path with the largest transmission
time of all pathes. After that, we can determine the critical
path, as shown in Figure 9(a). The process then return
the critical path to Algorithm 1. In Line 4 of Algorithm
1, we check the transmission time of critical path. In this
example: tCP = t1+ t3+ t5. If the time of the critical path
tCP is smaller or equal to Deadline D, the derived query
propagation plan can satisfy all requirements and the query
propagation plan is returned. Otherwise, it is necessary to
derive a new propagation plan for each segment associated
with the critical path. We need to assign subdeadlines to
the segments. For example, in this figure, the critical path
is E−B−A−Sink. We will apply two-phase mechanism to
deal with the segments, EB, DB, BA, CA, and A− Sink.

Algorithm 9 Path Generator Algorithm

Input: A sensor network SN = (V,Es), a query plan
Q = (V,Eq), Time Budget TB, deadline D

Output: Find a set of sequence of execution path
EP={EPi,j}

1: PROCEDURE: PathGenerating(SN, Q)
2: for all vertex vj ∈ V do
3: status[j] ← WAITING
4: edge status[j] ← WAITING
5: end for
6: repeat
7: chose the leaf node CPj from CP
8: EdgeGenerating(j)
9: remove CPj from CP
10: until CP has no element
11:

(a) (b)

(c) (d)

Figure 8. An example construction process of a
query propagation plan (part I).

Algorithm 10 Edge Generator Algorithm

Input: A sensor network SN = (V,Es), a edge j ∈ Q =
(V,Eq), Time Budget TB, deadline D

Output: Find a set of sequence of execution path
EPj={EPi,j}

1: PROCEDURE: EdgeGenerating(j)
2: status[j] ← COMPUTING
3: for all vertex vi ∈ Adj[j] do
4: if status[i] = WAITING then
5: EdgeGenerating(i)
6: end if
7: end for
8: for all vertex vi ∈ Adj[j] do
9: if edge status[i][j] = WAITING then
10: if RS P [i] = ∞ then
11: RS P [i] ← 0
12: end if
13: RS[i][j]←RS P [i]
14: Budget← B[i][j] + S[i][j] +RS[i][j]
15: EPi,j ← edgeRouting(Pi,j, Budget) {Find path for

Pi,j using RSP algorithm or using run time deter-
mining algorithm}

16: RS P [i] ← Min(RS P [i], remaining budget)
17: edge status[i][j]←COMPUTED
18: end if
19: end for
20: status[j] ← COMPUTED

note: this version of algorithm didn’t consider this sce-
nario: if two Path using the same edge ei,j .

In our example, the transmission time of the critical path
is larger than the deadline. Thus, we follow the two-phase
mechanism to derive the query propagation plan. First,
we assign the subdeadlines for segments of the query plan.
Then, we generate the path for each segment of critical path
to meet the assigned subdeadline with RSP algorithm.

We invoke Algorithm 4 for subdeadline assignment. We
denote Di as the subdeadline of a segment i in the query
plan. As shown in Figure 9(b), the basic concept is to assign
the subdeadline according to the proportion of the transmis-
sion time of each segment in the critical path. For example:
D1 = D × t1

t1+t3+t5
, D5 = D × t5

t1+t3+t5
.

After we assign the subdeadline. As shown in Figure 9(c)
(d) and (e), we use the RSP algorithm to derive a new path
of each segment to meet it subdeadline. For example, the
segment EB, because it have a subdeadline D5, it will gen-
erate the new path EV B to replace the path EuvB. Since
D4 is large enough, the segment DB transmits data via
path DB. Finally, the returned query propagation plan is
as shown in Figure 9(f).

5. PROPERTIES
In this section, we discuss the properties of the proposed

framework: (1) relation of transmission time and transmit-
ting distance, (2) relation of transmission time and trans-
mitting distance, (3) function for time budget and energy
consumption, (4) time budget assignment policy, (5) the
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(a) (b)

(c) (d)

(e) (f)

Figure 9. An example construction process of a
query propagation plan (part II).

completeness of the budget reassignment algorithm, (6) the
completeness of the path generation algorithm.

Lemma 1. Relation of transmission time and transmit-
ting distance Let the transmission range of sensor nodes is
r, require Tu for transmit one unit of packet for one unit
distance, the transmission time Tb of distance Distances,t

is: T = ⌈
Distances,t

R
⌉ × Tu.

Proof. The total distance is Distances,t. It requires
Tu for transmit one unit of packet for one unit distance.

It would be require transmit ⌈
Distances,t

R
⌉ times. Thus, it

requires T = ⌈
Distances,t

R
⌉ × Tu to transmit the packet.

Lemma 2. Relation of transmission time and transmit-
ting distance Let one unit of packet transmit from s to t, the
distance to transmit is Distances,t, require Tu for transmit
one unit of packet for one unit distance and the time bud-
get for this transmission is Tb. , the minimal transmission
range R require for sensor nodes is R = 1

⌈ Tb
Tu

⌉
×Distances,t.

Proof. This packet can transmit most ⌈ Tb
Tu
⌉ times. Thus,

the minimal range of sensor node requires
R = 1

⌈ Tb
Tu

⌉
×Distances,t.

Corollary 1. Function for time budget and energy con-
sumption Assume node sj received k bits of data transmit
from si, require Tu for transmit one unit of packet for one
unit distance, the time budget of this transmission is Ti,j ,
and the distance transmit from si to node sj is Disi,j , the
energy consumption function is as follows:

C(i,j)(k, Ti,j , Disi,j) = k{ǫamp(
(Disi,j)

2

⌈
Ti,j

Tu
⌉

)} (2)

Proof. We can easily derive it from lemma 2 and equation
1.

Property 1. Time budget assignment policy The time
budget of query plan segment is assigned by the transmission
distance proportion of critical path.

Proof. From the Algorithm: Budget Reassignment, we
can find that all of the sensor nodes will reassign an new
time budget via NodeBudgetReassign(P ). By Line 4 of
this algorithm, we know our budget will reassign by the
transmission distance proportion of critical path.

Property 2. Completeness The BRA algorithm will re-
assign the time budget of all query plan segments.

Proof. By Algorithm 4, in Line 2, the slack will be com-
puted and then assign to all the nodes in Line 9. After that,
all budgets will be assign to each path segment in Line 11.

Property 3. Completeness The PGA algorithm will gen-
erate pathes of all query plan segments.

Proof. By Algorithm 1, all query plan will generate a path
in Line 6. As the result, the PGA algorithm (Algorithm 9)
will generate pathes of all query plan segments.

6. PERFORMANCE EVALUATION
We use ns-2 (ns2.35) with the Dynamic Transmission Power

Control extension [20, 21] to perform the simulations. We
assume the deadline are 80%, 50%, 30% of transmission time
of the critical path. Thus, we need reroute the path for
transmissions to meet the deadline. We evaluate the power
consumption of three methods. They are: Our proposed
scheme (RTQP), the fast transmission with biggest trans-
mission rage (Fast), and each segment of the query plan has
the same time budget (Avg). Figure 10 shows the WSN of
our simulations. To further discuss effect of our proposed
scheme, we evaluate 9 different query plans based on this
WSN of a green IoT in Figure 11. After the execution of
Algorithm 2, we ca derive propagation plans of query plan
topologies. Note that the critical path of these topologies
is A − B − C − D. The segment B − C has the largest
transmission time in the critical path.
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Figure 10. Wireless sensor networks in IoT of our
experiments.

Figure 12 shows the evaluation results. Each subfigure
represents results of the corresponding topology, for exam-
ple, the Figure 12(a) represents the evaluation results of
topology Figure 11(a). The x-axis is the evaluated schemes.
The y-axis of power consumption of this query plan. Since
the Fast scheme always uses the biggest transmission range,
it always consumes biggest amount of energy. As shows in
the figures, the RTQP and Avg schemes have similar re-
sults while the deadline is set as 80% of transmission time
of the critical path. It is because wireless sensor nodes can
transmit data with small distance. Since RTQP scheme has
good subdeadline assignment for query plan segments, the
RTQP scheme can always outperform Avg scheme while the
deadline is only 50% amount of critical path. In the cases of
30% deadline, we also can find that RTQP scheme also can
outperform Avg scheme.

In Figure 12(a), the energy consumption of the RTQP
scheme is lower than that of the other algorithms because
the time budget of nodes has been reassigned according to
the proportion of critical path. Thus, the power level of
nodes in the RTQP scheme is better balance than the other
algorithms. As result, RTQP consumed smaller energy than
others. The results of Figure 12(b)-(i) also similar to results
of Figure 12(a). The same behaviors will also invoked by
each scenario.

Table 1. The normalized transmission cost of
schemes of the topology in Figure 11(a).

RTQP Fast Avg

80% 28 100 28
50% 42 100 44
30% 72 100 76

Table 1 shows the normalized transmission cost of schemes
of the topology in Figure 11(a). We normalized them base
on the result of Fast scheme. Note that the sensor nodes of
Fast scheme will transmit data via the largest transmission

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 11. The evaluated query plan topologies.

range (i.e., 5 hops). So, the result of Fast scheme is 100. As
the result, the RTQP and Avg schemes have similar results
(i.e. 28) while the deadline is set as 80% of transmission
time of the critical path. But, if the size of deadline is de-
creasing, the performance of RTQP scheme will outperform
Avg scheme.

Table 2. The normalized transmission cost of query
plan segments while the deadline is set as 80% of

transmission time of the critical path.

AB BC CD Total

RTQP 7 14 7 28
Fast 25 50 25 100
Avg 5 18 5 28

Let’s check the result in more details. Table 2 shows the
normalized transmission cost of query plan segments while
the deadline is set as 80% of transmission time of the critical
path. In this case, the final result of RTQP and Avg are the
same (i.e., 28). But we can see that they have different cost
distribution. We can see that the costs of AB and CD of
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 12. The evaluation results.

RTQP scheme are 7; the costs of Avg scheme are 5. But the
cost of BC of RTQP scheme is 14; the Avg scheme is 18. It
is because of they have different assignment of subdeadlines.

7. CONCLUSION
WSN can act as intelligent data collection instruments,

we can use it as a database of IoT. We assume the sink can
generate a feasible query plan and then the sensor nodes can
derive a feasible query propagation plan in run time. This
paper proposes a path generation methodology for query
propagation plan, that we formulate as the real-time query
processing problem, to find a data gathering path of the
given query plan that it do not violate the given deadline
and the total energy consumption is minimized. The prop-
erties of the proposed algorithms were also discussed. In
order to evaluate the performance of the proposed RTQP
scheme, we construct a simulation model using ns 2.35. The
performance of the RTQP scheme is compared with that of
other related mechanisms, for which we have very encourag-
ing results.
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[4] Jesús Carretero and J. Daniel Garćıa. The internet of
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ABSTRACT
The smart grid requires a reliable, efficient and cost ef-
fective communication network that meets performance re-
quirements. Due to their cost effectiveness and ubiquitous
nature, wireless mesh networks have been considered as an
alternative for smart grid communication networks. In this
paper, we first review smart grid communication network
requirements by applying various use cases that enables the
design of network models for simulation. Using the ns-3 sim-
ulator tool, we then systematically compare the effectiveness
of two representative wireless mesh network protocols: Hy-
brid Wireless Mesh Network Protocol (HWMP) and Ad hoc
On-Demand Distance Vector (AODV) Protocol in terms of
various performance metrics and network settings. Our eval-
uation data shows that the HWMP protocol is suitable for
small size mesh grids whereas AODV performs better for
large mesh grids. We also conduct a simulation study to in-
vestigate the performance of Worldwide Interoperability for
Microwave Access (WIMAX) technology in smart grid com-
munication networks with different modulation techniques.1

Categories and Subject Descriptors
C.2.2 [Computer Network]: Network Protocols—Protocol
Verification, Routing Protocols

General Terms
Measurement, Performance

Keywords
Smart grid communication, Performance requirements, Wire-
less mesh network, Simulation.

1. INTRODUCTION
Recently, governments, the research communities and util-

ity industries have put tremendous efforts on the research
and development of the smart grid [1, 2, 3]. For example,
the National Institute of Standards and Technology (NIST)
rallied communities (e.g. utility providers, the smart grid re-
search and development community, and different stakehold-
ers) to conduct the development of smart grid standards,

1Copyright is held by the authors. This work is
based on an earlier work: RACS’13 Proceedings of
the 2013 ACM Research in Adaptive and Convergent
Systems, Copyright 2013 ACM 978-1-4503-2348-2/13/10.
http://doi.acm.org/10.1145/2513228.2513255.

requirements, and guidelines, referred to as the Smart Grid
Interoperability Panel (SGIP) [21]. NIST has defined a num-
ber of priorities for developing standards that are essential
to build an interoperable smart grid. Some of these prior-
ities include Internet standard protocols and wireless com-
munications for the smart grid, common pricing models, and
others [21].

The joint efforts of NIST and SGIP led to the publication
of NIST IR 7761, a critical smart grid standard deliverable.
It provides guidelines for utilities and their suppliers to as-
sess wireless communications standards for smart grid ap-
plications [21]. In July 2011, “The Guidelines for the Use of
Wireless Communications (V2.0)” was released. This docu-
ment identifies the key requirements for integrating wireless
technologies for various smart grid applications [20].

Wireless communication techniques are expected to be
widely used in the smart grid [8]. Particularly, the multi-
hop connectivity of wireless mesh networks enables a scal-
able, efficient, and cost-effective wireless networks solution.
Nevertheless, the performance of wireless mesh protocols in
the smart grid using realistic performance requirements has
not been fully studied. The scalability of wireless mesh net-
works, the effect of bandwidth sharing, the gateway location,
and the capacity of the network can all have an impact on
the performance of smart grid communication.

In this paper, we introduce the smart grid communication
system requirements and review the existing mesh network
protocols. We classify the smart grid wireless network use
cases that enable the development of network models for
simulations. Using the NIST SGIP Priority Action Plan
(PAP) 2 released as “The Smart Grid Network System Re-
quirements Specification V5.0” [17], we conduct a simulation
study of two representative wireless mesh networking proto-
cols: Hybrid Wireless Mesh Network Protocol (HWMP) [5]
and Ad hoc On-Demand Distance Vector (AODV) Protocol
[23] on different smart grid use cases in terms of performance
metrics and network settings. Using the ns-3 simulator tool,
we systematically compare the effectiveness of these two rep-
resentative wireless mesh network protocols. Our evaluation
data shows that the HWMP protocol is suitable for small
mesh grids whereas AODV performs better on large mesh
grids. We also conduct simulations to investigate the perfor-
mance of WIMAX technology in smart grid communication
networks with different modulation techniques.

The remainder of the paper is organized as follows: In
Section 2, we review the smart grid communication networks
and performance requirements for smart grid wireless com-
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munication networks. In Section 3, we introduce the wire-
less mesh network in smart grid and the representative mesh
network protocols such as HWMP and AODV. In Section 4,
we present the classification of use cases. Based on smart
grid network system requirements contributed by PAP 2,
we conduct a performance evaluation of two representative
wireless mesh protocols in Section 5. In Section 6, we show
the simulation results of WIMAX in smart grid communi-
cation networks. We review related work in Section 7. We
conclude the paper in Section 8.

2. BACKGROUND
In this section, we first review the smart grid communi-

cation network. We then briefly summarize the smart grid
communication network requirements.

2.1 Smart Grid Communication Network
A two way communication network is important to the

smart grid. The smart grid communication network usually
consists of a number of components such as interconnected
computers, communication devices, and diverse information
and communication technologies [16]. Through connecting
the smart grid communication network, a control center can
interact with markets, generators, and users. For example,
the control center can effectively schedule the power supply
to end users by using the information collected through the
communication network.

2.2 Smart Grid Wireless Communication Net-
works Performance Requirements

In the following, we summarize the attributes and re-
quirements for smart grid wireless communication networks.
More detailed information can be found in [17]. For each use
case, the following attributes are defined: (i) Actors: entities
such as persons, devices, subsystems, and software applica-
tions that are associated with the use case. (ii) Payload
name: the scenario type of the requirement associated with
use cases. (iii) Payload requirement: The payload can be
optional or mandatory depending on how it is labeled. As
some specific examples of meter reading, “CIS-utility may be
able to send on-demand meter reading requests to MDMS” is
an optional requirement whereas “CIS-utility shall be able to
send on-demand meter reading requests to the smart meter
via the Head-End” is a mandatory requirement. (iv) Data
flow: describes the movement of data exchanges between
various actors in the smart grid. (v) Payload communica-
tion path: describes routes for data exchange between ac-
tors. (vi) Payload type: command, response data, alarm,
acknowledgment, or alert. (vii) Daily clocks or period of
primary occurrence and frequency of occurrence: the time
when data exchange occurs.

Application requirements are used to define the expected
capabilities of smart grid actors or applications that are asso-
ciated with use cases. These requirements are either optional
or mandatory depending on the network context and pay-
load type. In addition to the application requirements, the
functional and volumetric requirements for each use case are
defined as follows: (i) Delay: the summation of processing
delay, queuing delay, and transmission delay. (ii) Reliabil-
ity: the probability that an operation can succeed without
failure within a certain time period. (iii) Application pay-
load size: bytes of application data per message. (iv) Daily
clock of primary occurrence: the time when data exchange

Figure 1. Wireless Mesh Network
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Figure 2. AMI Network Model

occurs. (v) Frequency of traffic: the quantity of packets that
are sent by a smart grid device in a given period of time.

3. SMART GRID WIRELESS COMMUNI-
CATION NETWORKS

In this section, we first introduce wireless mesh networks
in the smart grid. We then review the wireless mesh net-
works with HWMP and AODV protocols.

As shown in Figure 1, wireless mesh networks (WMNs)
in the smart grid can connect smart meters using multi-
hop connectivity. As such, an efficient, reliable, and cost-
effective wireless network that can achieve a broad cover-
age for end users can be achieved using WMNs [30, 26,
7]. Nevertheless, the complexity of WMNs will dramat-
ically increase with the growing number of smart meters
being integrated into the network. Thus, effective rout-
ing will become a critical factor in WMNs [30]. Gener-
ally speaking, in WMNs, routing protocols can be cate-
gorized into two types [7, 6]: proactive routing protocols
and reactive routing protocols. Proactive routing proto-
cols (e.g. DSDV (Destination-Sequenced Distance Vector),
OLSR (Optimized Link State Routing), and HWMP) use
table driven routing. The path selection is based on in-
formation stored in routing tables. Because the routes are
pre-established, route discovery will not incur much delay.
Nevertheless, maintaining the routing table will require ex-
tra network resources. Instead of maintaining routing ta-
bles, reactive routing protocols (e.g. DSR (Dynamic Source
Routing), AODV, and HWMP) establish routes based on
traffic demands. When a packet needs to be transmitted
from source to destination, the route will be discovered and
established dynamically. Hence, before the packet is trans-
mitted, the routing discovery process will incur extra delay.
In this paper, we consider two well-known reactive mesh
protocols: AODV [23] and HWMP [4, 5] in our simulations.

AODV is a routing protocol for mobile ad hoc networks. It
is designed as a distance-vector routing protocol. In order to
prevent routing loops and thus avoid count-to-infinity prob-
lem, AODV leverages sequence numbers on route updates.
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Figure 3. Use Case Grouping

This is a technique based on DSDV [22]. In AODV, a route
to a destination is established only if it is requested by a
source node.

HWMP is a layer two protocol for wireless networks. In
HWMP, two types of path selection protocols can be sup-
ported. One is on-demand or reactive routing protocols
and the other is proactive tree-based routing protocols [25].
In [4], it is claimed that the combination of reactive (on-
demand) and proactive elements of HWMP can achieve an
efficient path selection in a variety of mesh networks. In
HWMP’s on-demand mode, a path will be discovered when
a source node tends to transmit data to an unknown desti-
nation. The path discovery uses Path Request (PREQ) and
Path Reply (PREP) messages. In HWMP’s proactive mode,
the mesh network will establish a tree structure. In a tree,
the tree root maintains routes to individual mesh nodes and
mesh nodes know how to route to the tree root.

4. SMART GRID USE CASES CLASSIFICA-
TION

Based on the twenty-one use cases referenced in the “The
Smart Grid Network System requirements Specification V5.0”
[17], we categorized the smart grid use cases as illustrated in
Figure 3, which is based on the analysis in [10] and the ITU
smart grid architecture and functional model [12]. As we can
see, the smart grid use cases can be first categorized into the
two main groups: Advance metering infrastructure (AMI)
and Supervisory Control and Data Acquisition (SCADA).
In the following, we briefly introduce individual functions in
AMI and SCADA.

4.1 AMI Functions
Generally speaking, the AMI is a two-way network used to

connect smart meters and utility companies. With the help
of smart meters and aggregation or gateway points in an
AMI, meter readings from smart meters can be transmitted
to the utility and service provider. As shown in Figure 2, the
AMI network mainly consists of three components: (i) Cus-
tomer or smart meter, (ii) Data aggregation point (DAP),
and (iii) the AMI system.

Meter reading and smart metering head-end: This
function is used to carry out automatic meter data reading
and collection. Note that collected data is aggregated and
stored in the database and can be used for other purposes
such as billing, load monitoring, and etc. The meter read-
ing and smart metering head-end functions incorporate two
different use cases. One is meter reading and the other is
prepay. The minimum reliability and maximum delay re-
quirements of these functions have a broad range of values
(from 5 s to 4 h for delay requirements and 98 % to 99.5 %
for reliability, respectively). As an example, Figure 4 shows
the options of communication paths between the CIS/Billing
entity at utility and smart meters. For automatic meter
reading, data will be collected from the end users’ meters
and transmitted to DAPs through scheduled regular time
intervals. Each DAP aggregates and forwards the received
data to the AMI system.

Demand response and load monitoring and con-
trol: This function is used to conduct load reductions and
timely response to dynamic loads. It can be mapped to the
DR-DLC use case, which incorporates aggregated network
flows or payloads: load management (request/acknowledge)
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Figure 4. Smart meter and CIS Communication Path Op-
tions [19]

Figure 5. SCADA Communication Path Options [19]

in direct, broadcast, or multicast mode and volume load
schedule (request/ack). The latency ranges from < 5 s to
< 20 s and the reliability requirement consistently holds
around the 99 % range.

Meter control and maintenance & fault monitor-
ing and protection: This use case related to meter events
comprises two key functions. One is meter control and
maintenance and the other is fault monitoring and protec-
tion. The meter control and maintenance is responsible for
the management and maintenance of metering infrastructure
whereas the fault monitoring and protection is responsible
for supporting bidirectional data exchange between meters
and utility providers.

4.2 SCADA Functions
Generally speaking, a SCADA system is designed to col-

lect data in real-time and to monitor and control equipments
in critical infrastructures such as power grid. In SCADA,
there are a number of components, including hosts (e.g.
SCADA control system servers and workstations), remote
terminal units (RTUs), and field devices that are used for
conducting data acquisition.

Sensing and measurement and fault monitoring
and protection: The sensing and measurement compo-
nent is used to carry out power quality and state monitoring.
Differently, the fault monitoring and protection component
is used to conduct the grid operation control and the sys-
tem protection. These functions are mapped to three smart
grid use cases: Volt/VAR - Centralized Control, Distribu-
tion Systems Demand Response (DSDR), and Field Distri-
bution Automation Maintenance. All these use cases have
relatively strict Quality of Service (QoS) requirements.

Fault location isolation and recovery: This function
provides the reliability of energy operation and it is respon-
sible for timely fault detection and isolation. When a fault
is detected, it initiates necessary preventive, corrective, and
recovery actions. There are a number of use cases that are
mapped to the fault location isolation and recovery. Ex-
ample include Fault Clear Isolation and Recovery (FAIR)

 

G 
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Figure 6. Simulation Topology

- Distributed Data Acquisition and Control (DACE), Fault
Clear Isolation and Recovery (FAIR) - Regional Distributed
Data Acquisition and Control, Fault Clear Isolation and Re-
covery (FAIR), and the Distribution Data Management Sys-
tem (DAMS). The minimum latency is 5 s and the required
reliability is 99 %.

5. PERFORMANCE EVALUATION
In this section, using the smart grid use cases described in

Section 3 and ns-3 simulation tool [18], we conduct simula-
tions and evaluate the effectiveness of the two representative
wireless mesh protocols (HWMP and AODV) for smart grid
communications.

We conducted simulations based on various topologies such
as 4x4 (320 nodes), 5x5 (500 nodes), 6x6 (720 nodes), and
7x7 (980 nodes), using different locations for the gateway.
Note that each node actually represents an aggregation point
for a number of smart meters. In our simulations, we use a
grid topology because it is a common topology for mesh net-
works [15].As an example, we show a simple 3x3 grid topol-
ogy in Figure 6. As we can see, each edge node, labeled s,
can be either mesh point nodes that represent smart meters
for the AMI or the feeder sensors for the SCADA system.
The node marked G located in the center of the grid in this
example represents the portal node. It can be the gateway
between the neighborhood area network and the AMI head
end in the AMI network. It can also be the gateway be-
tween the sensor network and SCADA operation center. In
our simulations, the gateway location is randomly selected.

We set for the payload of a given use case, a client-server
UDP (User Datagram Protocol) application. For example,
for the meter reading use case shown in Table 1, we create
two UDP client-server applications for simulating two most
significant payloads: multiple interval meter reading and on-
demand request meter reading. Consistent with smart grid
use case characteristics and requirements, we define the fol-
lowing parameters for every UDP application: the packet
size, the maximum packets to be sent, the time interval
between packets, and the total duration of the UDP data
transmitted between a node and a gateway.

We consider the following metrics to measure the perfor-
mance of protocols: (i) Throughput is defined as the number
of bits received in a time time interval. (ii) End-to-End De-
lay is defined as the time taken to send packets across the
network from source to destination. (iii) Jitter is the mea-
sure of the variability of latencies associated with packets
that are successfully transmitted in a selected network traf-
fic flow. (iv) Packet Delivery Fraction (PDF) is defined as
the ratio of packets successfully delivered to the total num-
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Table 1. Simulation Scenarios

Domain Function Group Use cases Applications

AMI
Meter Reading and

Smart Metering Head-end Function
Meter reading

2
Prepay

Demand Response Load Monitoring
and Control Function (DR) Demand Response and Load Control (DR-DLC) 2

Meter Control and
Maintenance Function Meter Event 3

SCADA

Sensing and Measurement
/Fault Monitoring

and Protection Function

Volt/VAR - Centralized Control
8Field DA Manit - Centralized Control

Distribution Systems Demand Response (DSDR)
- Centralized Control

Fault Location Isolation
and Recovery Function

Fault Clear Isolation and Recovery (FAIR)
-Distributed Data Acquisition and Control

4
Fault Clear Isolation and Recovery (FAIR)

- Distribution Management System
Fault Clear Isolation and Recovery (FAIR)
- Regional Data Acquisition and Control
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Figure 7. Throughput vs. Num-
ber of Nodes (AMI Single Function)
with 95 % Confidence Interval

300 400 500 600 700 800 900 1000
0

2000

4000

6000

8000

10000

12000

Number of Nodes

T
hr

ou
gh

pu
t(

K
bp

s)

 

 

HWMP:Fault Monitoring Function
HWMP:Fault Control Isolation and Recovery Function
AODV:Fault Monitoring Function
AODV:Fault Control Isolation and Recovery Function

Figure 8. Throughput vs. Number
of Nodes (SCADA Single Function)
with 95 % Confidence Interval
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Figure 9. Throughput vs. Number
of Nodes (Combined Function) with
95 % Confidence Interval

ber of transmitted packets. We ran our simulation of each
function fifty times to obtain the mean value and the stan-
dard deviation of the above defined metric.

We conducted simulations using eight scenarios that in-
cluded five single function simulations and three combined
function simulations. We list our simulation functions with
their use cases and the number of corresponding applica-
tions in Table 1. As an example, for the sensing measure-
ment/fault monitoring and protection function, we simu-
lated three use case references and created eight UDP ap-
plications. For the single function simulation, we consid-
ered the following functions discussed in Section 3: smart
metering, demand response and load control, meter control
and maintenance, sensing and measurement/ fault monitor-
ing and protection, and fault location isolation and recov-
ery. For the combined function simulations, we simulated
all three AMI functions, two SCADA functions, and all of
the functions, respectively. Due to the space limit, we chose
the smart metering function as an example of the AMI sin-
gle function and the Fault Location Isolation and Recovery
function as an example of the SCADA single function to

show the single function simulation results.
It is worth noting that the error bar shown in each curve

in Figures 7-18 represents the 95 % confidence interval. Fig-
ures 7, 8, and 9 show the throughput versus the number of
nodes for the AMI and SCADA single functions and com-
bined functions using HWMP and AODV routing proto-
cols. From both protocols, the throughput increases with
the number of nodes. In a smaller grid (320 nodes), HWMP
performs slightly better than AODV; AODV performs the
best in terms of throughput when the network is large (over
520 nodes). This suggests that to achieve better through-
put in the smart grid, the routing protocol should be selected
based on the size of the neighborhood area network and its
future growth.

Figures 10, 11, and 12 illustrate the impact of the num-
ber of nodes on end-to-end delay. As the number of nodes
increases, the end-to-end delay increases as well. The max-
imum value for the end-to-end delay for both HWMP and
AODV in all scenarios is less than 2 s. This demonstrates
that the protocols satisfy the network delay requirement for
the smart grid application, which is in the range of 2 s to 5 s.
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Figure 10. Delay vs. Number of
Nodes (AMI Single Function) with
95 % Confidence Interval
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Figure 11. Delay vs. Number
of Nodes (SCADA Single Function)
with 95 % Confidence Interval
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Figure 12. Delay vs. Number of
Nodes (Combined Function) with
95 % Confidence Interval
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Figure 13. Jitter vs. Number of
Nodes (AMI Single Function) with
95 % Confidence Interval
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Figure 14. Jitter vs. Number
of Nodes (SCADA Single Function)
with 95 % Confidence Interval
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Figure 15. Jitter vs. Number of
Nodes (Combined Function) with
95 % Confidence Interval

However, the end-to-end delay associated with HWMP is
higher than the delay associated with AODV since the path
discovery process becomes slower in HWMP as the network
size increases. In addition, in an attempt to avoid overload-
ing links, HWMP may likely choose a longer or less effective
route to transmit data.

Figures 13, 14, and 15 illustrate that when the network
size increases, so does jitter. Also, the jitter associated with
some functions is less sensitive to changes in network size
(e.g. Demand Response, Fault Control Isolation, and Recov-
ery). However, HWMP incurs a greater jitter than AODV.
Figures 16, 17, and 18 show the packet delivery fraction of
the HWMP and AODV protocols according to different net-
work densities. Comparing HWMP with AODV, the results
reveal that HWMP performs well for small mesh networks
whereas AODV performs better for large mesh networks.

Figures 19, 20, 21, and 22 show the impact of gateway lo-
cation on network throughput, end-to-end delay, jitter, and
packet delivery fraction in a 7x7 mesh network, respectively.

Nodes are numbered starting in the upper left hand corner
of the network and proceeding from left to right across each
row. From these figures, we observe that the gateway loca-
tion has a small impact on the delay and jitter of the HWMP
protocol and the throughput and packet delivery fraction of
the AODV protocol. As shown in these figures, when the
gateway is close to the center of mesh, like node 24 in 7x7
mesh network, the throughput and packet delivery fraction
of the HWMP protocol drops significantly. Hence, from our
simulation results, the gateway should not be deployed in
the middle of the network.

6. EXTENSION
In addition to conducting simulations on the two rep-

resentative wireless mesh protocols (AODV and HWMP)
in Section 3, we simulated the performance of the IEEE
802.16d-2004 WIMAX layer 2 Protocol, known as Fixed
WIMAX in the smart grid. Based on the AMI use case
provided by the “The Smart Grid Network System require-
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Figure 16. Packet Delivery Fraction
vs. Number of Nodes (AMI Single
Function) with 95 % Confidence In-
terval
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Figure 17. Packet Delivery Fraction
vs. Number of Nodes (SCADA Sin-
gle Function) with 95 % Confidence
Interval
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Figure 18. Packet Delivery Fraction
vs. Number of Nodes (Combined
Function) with 95 % Confidence In-
terval
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Figure 19. Throughput vs. Node
Location
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Figure 20. Delay vs. Node Location
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Figure 21. Jitter vs. Node Location

ments Specification V5.0” [17], we conducted a set of sim-
ulations using the ns-3 simulation tool to study the effects
of the number of subscriber stations and modulation and
coding schemes on the performance of the WIMAX in the
smart grid. We selected several Modulation Coding Schemes
(MCSs) in WIMAX (16QAM 1/2, QPSK 1/2, QPSK 3/4,
and 64QAM3/4) when comparing performance based on smart
grid network requirements.

In our simulation, we set an area of 1650 m x 850 m that
represents a 20 city block area and the Neighborhood Area
Network. In a point-to-multipoint setting, we define two
types of nodes: subscriber stations that transmit data to
the base station (BS) in the uplink direction and the BS
that transmits data down to subscriber stations in the down-
link direction. A number of subscriber stations and a DAP
are randomly distributed in the 1650m x 850m area. Each
subscriber station represents 20 smart meters. The DAP
represents the portal node that can be used as the gateway
node between the NAN and the AMI head end in the AMI

network. The base station is deployed outside the city block
area with the coordinates of 2000 m for x axis and 1500 m
for y axis.

In addition to comparing the performance of individual
MCSs, we evaluated the performance of a WIMAX network
with Adaptive Modulation Coding (AMC) where multiple
MCSs are assigned to subscriber stations based on their dis-
tance from the BS. In the 1650 m x 850 m area and a BS
positioned at a distance of 1500 m, we selected two MCSs:
64QAM 3/4 and QPSK 3/4. The former is suitable for the
subscriber stations when the signal is strong or when the
network nodes are closer to the BS and the latter is suit-
able for subscriber stations relatively far from the BS. Sub-
scriber stations that are at 4000 m or less from the BS used
64QAM 3/4 MCS and the rest of the nodes used QPSK 3/4
to communicate with the BS. We compare the results with
the scenarios where MCSs 64QAM 3/4 or QPSK 3/4 is used
by all subscriber stations.

Figure 23 illustrates the average throughput versus the
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Figure 22. Packet Delivery Fraction
vs. Node Location
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Figure 23. Throughput vs. Number
of Nodes
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Figure 24. Delay vs. Number of
Nodes
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Figure 25. Jitter vs. Number of
Nodes
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Figure 26. Packet Delivery Fraction
vs. Number of Nodes

number of subscriber stations. As we can see, the through-
put increases rapidly as the number of subscriber stations
increases from 200 to 400. When the number of subscriber
stations approaches 400, the throughput saturates. In addi-
tion, the results for 64QAM 3/4 and QPSK 3/4 are very sim-
ilar when the number of stations is less than 400. Figure 24
shows the average end-to-end delay for different modulation
schemes. As we can see, the increasing number of subscriber
stations does not have a significant impact on the end-to-end
delay in WIMAX. We also observe that the delay for modu-
lation techniques 16QAM and 64QAM is smaller than that
of QPSK.

Figure 25 represents the performance of jitter as the num-
ber of smart meters increases. As we can see, the jitter
value increases with the number of subscriber stations in
a range between 0.08 s to 0.1 s. The comparison of the
modulation schemes show that 16QAM 1/2 delivers the low-
est jitter of all MCSs. Figure 26 shows the packet delivery
fraction for different MCSs. We observe that all MCSs can
achieve around 100 % delivery for the network containing
between 200 to 400 nodes. As the number of meters in-

creases, 64QAM3/4 outperforms the other MCSs with 90 %
delivery followed by the 16QAM1/2. In the network of at
least size 800, the delivery fraction for all MCSs is below
70 %.

Figure 27 illustrates the throughput of AMC and indi-
vidual 64QAM 3/4 and QPSK 3/4 MCSs. Overall, AMC
achieves a better performance than the single MCSs overall.
Figure 28 shows the delay results of AMC versus 64QAM
3/4 and QPSK 3/4 MCSs. As we can see, the delay values
are all below 1 second. The delay of AMC is less than the
delay of single MCS except for 400 and 600 nodes whereas
AMC is similar to 64QAM 3/4 for 400 and 600 nodes. Fig-
ure 29 shows the packet delivery performance of AMC ver-
sus 64QAM 3/4 and QPSK 3/4 MCSs. For 400 subscriber
stations or less, AMC and MCSs deliver 100 % of pack-
ets. As the number of subscriber stations increases, AMC
outperforms single MCSs as it leverages the strength and
characteristics of 64QAM and QPSK.

7. RELATED WORK
A number research efforts have been conducted on wire-
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Figure 27. Throughput vs. Node
Location
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Figure 28. Delay vs. Number of
Nodes
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Figure 29. Packet Delivery Fraction
vs. Number of Nodes

less mesh networks [25, 4, 15]. For example, Nomulwar et al.
[25] compared the performance of routing protocols in wire-
less mesh networks using the ns-2 simulation tool. Through
the evaluation of DSDV, AODV, DSR, and HWMP rout-
ing protocols in mobile ad hoc networks, their experimental
data shows that for metrics (e.g., packet delivery fraction
and end-to-end delay), HWMP can achieve the highest per-
formance in comparison with others. Andreev and Boyko [4]
implemented an IEEE 802.11s mesh networking model using
the ns-3 simulation tool. Morote [15] conducted an evalua-
tion study to compare the performance between AODV and
HWMP.

A number of research efforts have been conducted to inves-
tigate network communications for smart grid applications
and efficient wireless mesh networks for supporting smart
grid applications [27, 11, 24, 28, 31, 9, 25, 4]. For exam-
ple, Sood et al. [27] discussed smart grid applications and
studied a communication infrastructure for the smart grid.
Gungor et al. [11] reviewed communication technologies and
standards. Prasanna et al. [28] discussed data communica-
tion over the smart grid. Wang et al. [31] conducted a
literature review on communication architectures for power
grid systems. Hamid et al. [9] investigated a multi-gate
communication network for the smart grid.

Based on the study of smart grid communication net-
works, there are a number of research efforts on smart grid
communication simulations [15, 14, 29, 13, 32]. For example,
Lin et al. [14] performed a power grid and communication
network co-simulation for smart grid applications. Usop et
al. [29] compared the performance of three ad hoc routing
protocols (DSDV, DSR and AODV) in the power grid envi-
ronment. Zhang et al. [32] performed simulations of wireless
mesh networks in the smart grid.

In contrast to existing research efforts, our work is the one
of the first to formally classify the NIST wireless network ref-
erence use cases according to the Simplified Smart Grid Do-
main Model and Smart Grid Function Architecture Model
[17, 12]. We also simulated and evaluated HWMP and
AODV mesh networks and a WIMAX network to determine
their scalability and performance based on the “The Smart
Grid Network System Requirements Specification V5.0”[17].

8. CONCLUSION
In this paper, we conducted a performance study of HWMP

and AODV mesh routing protocols and the WIMAX in smart
grid wireless communications networks. We began with the
review of use case references provided by the NIST PAP2
and grouped the use cases into different categories. The
classification allowed us to develop network models used for
the simulation. Using the ns-3 simulation tool, we systemat-
ically compared the performance of HWMP and AODV pro-
tocols in terms of metrics (e.g. throughput, end-to-end de-
lay, jitter, and packet delivery fraction) and network settings
(e.g. network size and gateway location). Our data shows
that the HWMP protocol is more suitable for small mesh
networks whereas AODV performs better for large mesh
networks. We also evaluated the performance of WIMAX
technology with different modulation techniques.
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